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Abstract

The value of an experience good is known only after use, so uncertainty may lead

to suboptimal consumption, especially when purchases are infrequent. Using patient-

level data from a large, private, out-of-pocket cataract surgery provider in Mexico,

with sales agent pricing as an instrument, we estimate a dynamic structural demand

model. A 10% price increase cuts first-surgery take-up by 14.1% while second-surgery

falls only 9.6%. Estimated outcome uncertainty is large, 3.6 times the residual demand-

shock standard deviation. A revenue-neutral price intervention raises take-up and

patient welfare, whereas publicizing a single patient’s positive outcome, fully believed

by prospective patients, may lower welfare.
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1 Introduction

Many important purchases are experience goods, whose value is learned only through

consumption (Nelson, 1970). Canonical learning settings involve long sequences

of repeat purchases, but some experience goods—durable appliances, prescription

regimens, elective surgeries—are bought only a few times, so the first purchase resolves

uncertainty before a small, but valuable, number of later choices. Take-up then weighs

that uncertainty against the resulting option value. This paper studies demand in such

a market: bilateral cataract surgery, where the number of future decisions is known

and small, but consequential.

Cataracts cause an estimated 15 million cases of blindness worldwide among adults

over 50 (Steinmetz et al., 2021). Despite safe and highly effective surgery, global

surgical coverage is about 48%, with lower rates in low- and middle-income countries

(McCormick et al., 2022). In Mexico, cataracts account for one-third of blindness cases,

and one in three patients who need surgery cannot access it, primarily due to cost

(Secretaría de Salud, 2025). Forgoing surgery reduces vision, mobility, and productivity.

Prices, access, and patient uncertainty about surgical outcomes are commonly cited as

barriers to take-up (Lewallen and Courtright, 2000; Syed et al., 2013).

Most cataract patients develop the condition in both eyes and are treated sequen-

tially, the more severely affected eye first, with its outcome realized before the patient

decides on the second. This creates a demand problem in which the two stages play

different roles. Before surgery 1, a patient is uncertain about her idiosyncratic (some-

times subjective) surgical benefit, including how well vision will be restored, how the

eye will respond to the artificial lens, and how comfortable recovery will be. This

uncertainty shapes both the immediate take-up decision and the expected value of

a second treatment. Before surgery 2, that uncertainty is resolved, so a model that

ignores this asymmetry mischaracterizes demand and can misdirect policy.

Surgery 1 therefore carries an information value, the option to proceed or stop on

the learned outcome, that the second lacks. We study this channel with a dynamic
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structural model of demand, estimated on patient-level data from a private provider

in Mexico City. We recover this information value alongside price elasticities for each

surgical stage, and show that a revenue-neutral cross-subsidy, lowering surgery 1’s

price while raising the second’s, expands take-up and consumer welfare while holding

firm revenue roughly fixed.

Cataract surgery at our provider exhibits institutional features that make the se-

quential learning model tractable. Simultaneous bilateral surgery is not performed, and

patients schedule and pay for each eye independently. The median time between surg-

eries is 45 days in our data, sufficient for the first procedure’s outcome to be realized

before any commitment to the second. Virtually all patients develop cataracts to some

degree in both eyes, so every patient potentially faces the same two decisions, known

from the outset. This bounded structure motivates our key modeling assumption: all

decision-relevant information about the idiosyncratic surgical benefit is revealed by the

first procedure, which is not a claim that surgery resolves every biological uncertainty,

but is the appropriate behavioral restriction given the decision environment.

The model formalizes this environment. Each patient holds a prior over an idiosyn-

cratic benefit component, the personal gain from surgery beyond what observable

characteristics predict, unknown before surgery 1 and revealed only after. Forward-

looking patients recognize that a favorable outcome will support a second procedure

and an unfavorable one will not. This asymmetry, capping the downside at one surgery

while letting a good draw yield two, generates a strictly positive option value that

depends on the spread of the patient’s prior and vanishes once the outcome is observed.

Surgery 2, decided with full information, carries none.

The model delivers two testable predictions. First, because surgery 2 is decided with

the idiosyncratic benefit already known, that benefit dilutes the relative importance of

price, attenuating price sensitivity relative to surgery 1; the more variable the patient’s

outcome prior, the stronger the attenuation. Second, the option value of surgery 1

is strictly increasing in prior uncertainty. These two predictions imply that the two

stages differ in a structurally grounded, estimable way that a model treating them
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independently would ignore.

We estimate the model using 2018–2019 patient-level administrative records from

a large, private, out-of-pocket cataract surgery provider in Mexico City, covering

patients whose first contact with the firm occurred in 2018, observed for at least one

subsequent year. For each patient, we observe the ophthalmologist’s diagnosis, cataract

severity scores for each eye, personalized price quotes, and whether each surgery was

purchased. The sample contains 3,822 patients and 4,554 patient-quote observations.

Identification exploits price heterogeneity across patients: after diagnosis, patients are

assigned to a sales agent based on availability, and each agent proposes a price from

an unobserved menu of discount tiers. Appendix B.3 documents that assignment is

consistent with near-random sorting of patients across agents.

Learning parameters are identified from the attenuation in price sensitivity be-

tween stages, under a standard equal-variance restriction on unobserved demand

shocks (Arcidiacono and Ellickson, 2011) and robust to a random-effects extension

in Appendix I. The central identification challenge is price endogeneity, which we

handle through a control function: each agent’s recent pricing behavior toward other

patients serves as an instrument, isolating within-agent variation from the agent’s

own pricing conditions rather than the current patient’s characteristics. Appendix B

documents first-stage relevance, with an F-statistic well above conventional thresholds,

and presents exclusion restriction checks.

The utility function is linear in the uncertain surgical benefit, imposing risk neu-

trality over it. We show the results are robust to allowing for risk aversion, via both a

visit-based proxy in the baseline model and an explicit CARA extension (Appendix F).

Section 4.7 addresses three further identification threats: decreasing marginal returns

to surgery, income effects, and selection into returning for a surgery-2 quote.

Before presenting model estimates, we document a pattern consistent with learning:

using the price instrument, patients induced into first-eye surgery by a favorable price

draw are no less likely than others to return for or complete surgery 2, contrary to the

no-learning prediction. Section 3 discusses this exercise in full and reports additional
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evidence also suggestive of learning in Appendix D.

The estimates deliver three main results. First, demand is price-elastic and differs

by stage: a 10% proportional price increase reduces total surgeries by 19.6 %, with

surgery 1 responding more to its own price than the second (14.1 % versus 9.6 %),

consistent with the attenuation prediction. Second, outcome uncertainty is large and

heterogeneous, averaging 3.6 times the residual demand-shock standard deviation.

Third, a nonnested test rejects the static, no-dynamics benchmark, which for tractability

also omits the surgeries’ deterministic complementarity. Welfare, patients’ revealed-

preference willingness to pay for surgery relative to forgoing it, averages 241 USD.

We show two counterfactual exercises. The first models champion campaigns, in

which a patient with a favorable outcome shares it with prospective patients, proposed

in the medical literature to raise uptake (Amritanand et al., 2018; Finger et al., 2011)

but with limited causal evidence (Liu et al., 2012). Our model shows the mechanism is

fragile: substituting a fixed announced outcome for the patient’s own uncertain prior

collapses the embedded option value, so patients who would have benefited under

their true prior no longer take up surgery. As the announced outcome improves, take-

up recovers and this loss recedes, but a second force then dominates: patients drawn

in by optimistic announcements increasingly have realizations below the announced

value, and regret the surgery. Consumer welfare deteriorates under all but a narrow,

negligible range of announced outcomes, reaching a loss of -246 USD per patient at the

sample mean of estimated uncertainty. Targeted announcements could avoid this loss.

The second exercise is a revenue-neutral cross-subsidy exploiting the differential

elasticity by lowering surgery 1’s price and raising the second’s by an offsetting amount,

treating the firm as a monopolist over its residual demand. A 10% discount on surgery

1, paired with a larger offsetting increase on surgery 2, raises total take-up by 6.0

percentage points and average consumer surplus by 11.7 USD, holding firm revenue

within 3.4% of baseline.

Bilateral cataract surgery isolates a mechanism harder to identify in experience-

goods markets with indefinite interactions. Here, stage-specific pricing in a sequential
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purchase may expand access and welfare, while replacing a patient’s uncertain prior

with a fixed announced outcome may reduce welfare when that uncertainty has

positive option value. These findings apply most directly to other sequential bilateral

treatments, including cochlear implantation and bilateral joint replacement (Chen,

Amoodi and Mittmann, 2014; Tena-García et al., 2024). Our estimates come from

one private, out-of-pocket provider in Mexico City; extrapolating to insurance-based,

public, or competing-provider settings requires care.

Related literature and contribution. Consumer learning from experience is well

studied: consumers update priors over quality or match value through consumption

(Ching, Erdem and Keane, 2017), in wireless plans (Iyengar, Ansari and Gupta, 2007),

auto insurance (Israel, 2005), consumer goods (Erdem and Keane, 1996; Osborne, 2011),

and pharmaceuticals (Crawford and Shum, 2005; Ching, 2010; Dickstein, 2021; Maurer

and Harris, 2016). These settings involve many interactions and gradual updating;

bilateral surgery instead concentrates all learning at a single transition.

A separate literature studies sequential dynamics: firm pricing and durable-goods

replacement over many periods (Bergemann and Välimäki, 2006; Gowrisankaran and

Rysman, 2012; Jing, 2011; Yu, Debo and Kapuscinski, 2016; Kehoe, Larsen and Pastorino,

2018). Our interactions are instead few, known in advance, and fixed by physiology.

Other work studies externally provided information, such as reviews, critics, and free

trials (Berger, Sorensen and Rasmussen, 2010; Reinstein and Snyder, 2005; Hilger, Rafert

and Villas-Boas, 2011; Foubert and Gijsbrechts, 2016; Sunada, 2020). Our learning is

instead generated internally first-hand.

Cataract surgery connects to health economics on treatment choice under uncer-

tainty, advertising’s role in resolving demand uncertainty, and medical documentation

of pre-surgery concern (Dardanoni and Wagstaff, 1990; Manski, 2018; Narayanan and

Manchanda, 2009; Ching and Ishihara, 2010; Ching et al., 2016; Bronnenberg et al., 2015;

Wosinska, n.d.; Lien et al., 2009; Zhang, 2017; Lee et al., 2020; Çakir, Küçükakça Çelik

and Çirpan, 2021). In low- and middle-income countries, pharmaceutical demand is

inelastic once benefits are known but elastic for first-time products (Dupas and Miguel,
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2017; Dupas, 2014; Oster and Thornton, 2012), consistent with our differential elasticity

across surgeries.

A mostly medical literature asks why cataract take-up stays low despite effective

treatment (Lewallen and Courtright, 2000; Syed et al., 2013; Zhang et al., 2013). Experi-

mental evidence finds informational interventions do not consistently raise uptake (Liu

et al., 2012), while descriptive evidence points to outreach and contact with previously

operated patients (Finger et al., 2011; Amritanand et al., 2018; Adhvaryu et al., 2020).

We contribute a structural model of how uncertainty and learning shape demand for

both surgeries, quantifying welfare effects of information and pricing interventions.

Sequential bilateral decisions also arise in cochlear implantation and joint replace-

ment. Cost-effectiveness analyses find positive incremental value, with the second

implant’s relative price a key sensitivity parameter (Chen, Amoodi and Mittmann,

2014; Tena-García et al., 2024), but focus on payer-level cost-utility rather than patients’

demand for the second procedure or its dependence on the first outcome. Across

these literatures, whether an access-expanding intervention helps or harms ultimately

depends on whether it works with this option-value channel or against it.

2 Context and data

Cataract surgery in Mexico exhibits two features central to this paper. First, patients

potentially require surgery on both eyes, operated independently and sequentially,

with the more severely affected eye treated first. Second, patients face idiosyncratic

uncertainty about surgery outcomes—the degree of vision restoration, how the eye

responds to the artificial lens, and how comfortable recovery will be—that cannot be

fully known before the procedure and is resolved, at least partially, only after surgery

1. Together, these features create an option value from surgery 1: patients can update

their beliefs before deciding whether to proceed with the second.

Cataracts are a condition where the lens of the eye becomes clouded, leading to

1In developed countries, prevalence is high among the elderly: around 45% of Americans ages 75–79 are
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progressive loss of vision. Age is the largest risk factor (Hashemi et al., 2020). Virtually

all patients develop cataracts to some degree in both eyes.1

While early symptoms may improve with glasses, advanced cataracts require

surgery to replace the clouded lens with an artificial one, using either phacoemulsifica-

tion or small-incision surgery. In our setting, the ophthalmologist determines surgery

and lens type based on medical necessity; patients do not choose among surgery types,

and we control for surgery and lens type in all specifications. Physicians typically

recommend surgery on both eyes to avoid binocular inhibition (the brain suppressing

the weaker eye’s image) and the discomfort of dissimilar vision (Miller et al., 2022).2

Crucially, before surgery, patients cannot fully anticipate how well vision will be re-

stored, how the eye will respond to the artificial lens, or how comfortable recovery will

be. These outcomes are idiosyncratic and resolved only through experience. Because

the two surgeries are sold and scheduled independently, the first procedure resolves

some uncertainty before any commitment to the second.

The burden of cataracts in Mexico is substantial. According to the most recent

Ministry of Health report, approximately 760,000 individuals live with cataracts, with

around 47,600 new cases diagnosed annually; cataracts account for 34% of all blindness

cases in the country, and one in three patients who need surgery cannot access it due

to cost (Secretaría de Salud, 2025).3 Treatment occurs in a dual healthcare system.

Public providers offer mostly free care but apply restrictive treatment thresholds and,

according to our partner firm, require an average wait of ten months after diagnosis.4

Private providers require out-of-pocket payment for most patients because insurance

coverage is limited (OECD, 2016), and apply international thresholds for treatment.

affected, and over 60% of those 80 and older; see nei.nih.gov.
2Second-eye surgery generally improves stereopsis, visual acuity, and overall function relative to first-

eye surgery alone (Miller et al., 2022; Castells et al., 2006; Laidlaw and Harrad, 1993; Heemraz et al., 2016).
3Earlier estimates from the study period, based on a broader definition of lens opacity, placed the share

of individuals with cataracts at 30–40%; see excelsior.com.mx.
4Clinical guidelines from IMSS (the largest public provider in Mexico) limit surgery to severe vision

loss that impairs daily activities, mobility, work, or independent living, a threshold far above international
standards. These guidelines acknowledge the gap relative to standards such as the UK’s NHS, which recom-
mends surgery once vision is blurry or opaque. No single test can define adequate thresholds objectively, as
many considerations are patient-specific and self-reported (Miller et al., 2022). See imss.gob.mx.
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Most surgeries at private eye clinics cost 1,300–1,500 USD per eye, equivalent to 1.7–

2 times median monthly household income in the Mexico City metropolitan area

(Instituto Nacional de Estadística y Geografía, 2018).5

Our data come from a large private ocular-health provider in the Mexico City

metropolitan area. The firm serves patients who cannot access timely public care but

for whom standard private-market prices remain financially burdensome. It offers eye

examinations, laboratory analyses, surgery, and optical-store services across 20 loca-

tions, with a main surgical hub in downtown Mexico City. Unlike the typical private

cataract practice, which is small-scale and oriented toward higher-income patients,

the firm operates as a high-volume, low-cost provider: it performs an estimated 9,300

surgeries per year and charges around 700 USD per eye (Table A1), roughly half the

price posted by typical private clinics in Mexico City.6 Its patients are predominantly

lower-income, so even this lower price represents a substantial expenditure.

Although the firm is not representative of private cataract providers in Mexico or

of cataract patients nationally, it is unusually large within Mexico City. A back-of-the-

envelope calculation suggests that it performs roughly 39% of private-sector cataract

surgeries in the city, though this estimate should be interpreted cautiously because no

public administrative data cleanly separate cataract surgeries by sector and location.7

Consumer’s journey. When a patient arrives at the facilities of our partner firm, an

ophthalmologist evaluates the patient’s eyes, orders on-site laboratory analyses, and

performs exams, some conducted by in-house optometrists.8 The physician diagnoses

cataracts by assigning each eye a cataract score from zero (no cataracts) to six (severe

5Authors’ calculations using ENIGH 2018; median monthly household income in the Mexico City
metropolitan area equals 755 USD. Price estimates are based on posted prices at the most common private
eye care clinics in Mexico City, excluding private hospitals, which serve a higher-income segment and charge
substantially more. Since surgeries are paid mostly out-of-pocket, systematic price statistics are unavailable;
conversations with our partner firm confirm these estimates are accurate.

6Derived from cumulative surgical volume reported by the firm.
7INEGI’s Estadística de Salud en Establecimientos Particulares reports 4,003 private hospital discharges per

100,000 inhabitants in Mexico City in 2023; applying the national share of eye-disease discharges (6.5 percent)
to the city’s population of 9.2 million yields roughly 24,000 private eye-disease discharges. Since cataracts
dominate this category, the clinic’s 9,300 annual cataract surgeries imply a share of approximately 39%.

8For clarity, throughout the paper we use the term “physician” or “doctor” to refer to the ophthalmologist.
The diagnosing physician may or may not coincide with the doctor performing the surgery.
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cataracts). Surgery is generally recommended for scores of three or higher, though

ocular comorbidities and physician judgment may also affect the recommendation. If

surgery is recommended, the physician issues a prescription specifying the surgery

type and intraocular lens based on medical and physiological determinants. Physicians

do not set prices, have no price discretion, and cannot provide price quotes; patients

are instead referred to a sales agent.

Sales agents are assigned based on availability, although returning patients are

typically seen by the same agent. The agent generates a price quote using patient

and surgery characteristics, available discounts, and discretion. Because commissions

depend on the sale price, agents have an incentive to avoid discounts when possible.9

Patients take the physician’s prescription as given and rarely request alternatives;

in our data, virtually no patient receives a quote for a non-prescribed surgery type.

This is consistent with evidence that patients defer to physician recommendations

on treatment characteristics when they lack clinical expertise (Finkelstein et al., 2021;

Johnson and Rehavi, 2016; Gruber and Owings, 1996).

If the patient proceeds, the sales agent discusses payment plans and schedules a

surgery date.10 As in most private-market facilities, cataract surgeries are sold as a

single-eye product: price quotes cover one eye only, and patients schedule and pay

for each surgery consecutively. Physicians strongly recommend beginning with the

eye with worse cataracts, and all patients in the data follow this sequence. For most

patients, the outside option is no surgery: a telephone survey of a random subsample

of non-operating patients (N = 538, response rate 22%, conducted in early 2020) shows

that only about 17% obtained surgery elsewhere up to two years after their initial visit.

After surgery, patients return for follow-up appointments at the physician’s discretion.

Patients seeking second-eye surgery are again referred to a sales agent, who provides a

9To the best of our knowledge, assignment to sales agents is quasi-random: agents are not permitted
to select which patients they attend and do not have access to patients’ medical records or administrative
information prior to the interaction. Appendix B.3 provides evidence consistent with this: for five of six
observable patient characteristics, agent-specific means fall within the 95% permutation band, consistent
with near-random sorting across agents.

10Patients may be required to make a small down payment to schedule the surgery. The firm may also
provide interest-free credit, with the full cost due by the day of surgery.
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new quote for the second-eye prescription and schedules a new date. Among patients

who proceed, the median time between surgeries is 45 days.

Taken together, this setting combines a sequential single-eye sales structure, out-of-

pocket payment, unresolved pre-surgery outcome uncertainty, and a predominantly

lower-income patient population. These features create the conditions under which

the option value of surgery 1 is both economically meaningful and estimable.

2.1 Data

We obtained anonymized patient-level data from our partner firm, covering all patient

visits in 2018 and 2019.11 We restrict the sample to new patients in 2018, observing

each patient’s full firm history for at least one year. The data include time-invariant

patient characteristics: gender, age, insurance coverage, and borough of residence.

We observe all visits for these patients, including services provided, diagnoses

made, price quotes generated by sales agents, and physician and sales-agent identifiers.

For each visit, the data record every product offered, the quoted price, and whether

the patient made a purchase. Quote prices are the amounts offered by sales agents to

patients, measured in Mexican pesos (1 USD = 19.22 MXN in this period).

We restrict the sample to cataract diagnoses and surgery price quotes, excluding

records with missing or duplicated information; the small number of patients with

three cataract surgeries during the sample period; quotes for surgeries not cataloged

as phacoemulsification or small-incision procedures; pro-bono surgeries for which

patients were not billed; and patients in the top one percent of the age distribution,

aged 91 or older. The resulting sample contains 3,822 patients and 4,554 patient-quote

observations, of which 3,858 correspond to first-eye surgeries and 696 to second-eye

surgeries. Of patients who received a surgery-1 quote, 2,468 underwent surgery; of

those who returned for a surgery-2 quote, 617 underwent surgery.

We measure cataract severity using the ophthalmologist-assigned zero-to-six score

for each eye. If severity was not reevaluated at a given visit, we carry forward the

11The data and replication files can be accessed here or at the authors’ websites.

11

https://www.dropbox.com/sh/nzjlzrjjpxbzq0j/AAA4eVAyNpE5Hy1_ZYta1j8ia?dl=0


score from the patient’s previous visit. All patients receive a cataract score at least once

during the study period. Scores are highly correlated across eyes: a one-unit increase

in the more severely affected eye is associated with a 0.4-unit increase in the other eye.

Table 1 reports summary statistics for patients in our sample and for patients who

visited the clinic for non-cataract-related reasons, whom we exclude from the analysis.

65 % of sample patients have at least one cataract surgery during the study period.

Relative to non-cataract patients, sample patients are older, less likely to be privately

insured, and more likely to lack any healthcare coverage. They also have worse

cataract scores and worse values on nine eye-level ocular-health measures (described

in Table A3), consistent with their diagnosis and older age.

For each surgery price quote, we observe the surgical characteristics prescribed by

the ophthalmologist, including surgery type and intraocular lens. Table A4 summarizes

differences across surgery types; phacoemulsification is more common and more

expensive than small-incision surgery. We also observe whether the patient purchased

the quoted surgery, allowing us to retain both accepted and rejected quotes. Finally,

we observe the number of clinic visits between initial diagnosis and first quote, which

averages 3.9 visits in our sample.

3 Evidence consistent with learning

The medical literature shows that cataract patients update their beliefs after first-eye

surgery (Cheung and Sandramouli, 2005; Henderson and Schneider, 2012). We present

evidence consistent with this pattern using our price instrument. The exercise tests a

no-learning implication: if surgery-1 prices affect only selection, patients induced to

buy by favorable price draws should have weaker underlying demand and should

therefore be less likely to return for a surgery-2 quote. The exercise is suggestive rather

than conclusive because it faces the confounds discussed below. Appendix D reports

three additional exercises that require stronger identifying assumptions but point in

the same direction. Together, this evidence motivates the learning model in Section 4.
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The price instrument and surgery-2 continuation. We use the price instrument

introduced in Section 4.7—the 15-day rolling average of log prices quoted by the

patient’s assigned sales agent to other patients—to test a specific implication of the no-

learning benchmark. The instrument induces plausibly exogenous variation in prices

by exploiting within-agent, short-run fluctuations in sales targets, and Section 4.7

shows it also moves surgery-1 take-up. Among patients who completed first-eye

surgery, those who purchased after receiving a low quasi-random price draw are,

under no learning, marginal buyers who would not have purchased at a higher price.

If demand is persistent across the two surgery decisions, these marginal surgery-1

buyers should be less likely to return for a surgery-2 quote than patients who purchased

despite a high price draw, so the no-learning benchmark predicts a positive association

between the surgery-1 price instrument and subsequent continuation. Finding no

such gradient is inconsistent with this prediction and consistent with learning having

sustained surgery-2 demand even among patients who appeared ex-ante marginal.

This exercise does not speak to patients who declined surgery 1.

Figure 1 plots surgery-2 outcomes against the price instrument for surgery 1, residu-

alized on the controls used in the main specification; the instrument is re-centered at its

sample mean for readability. The left panel shows the share returning for a surgery-2

quote: the fitted slope is -0.029 , statistically indistinguishable from zero. The right

panel shows the same pattern for surgery-2 take-up.12 Thus, the data show no evidence

of the selection gradient predicted by the no-learning benchmark. This does not prove

learning; it fails to confirm one implication of the no-learning alternative under the

identifying assumptions discussed in Section 4.7.

Complementary evidence. Appendix D presents three additional exercises that

are suggestive of learning but require stronger assumptions than the main test.

Appendix D.1 presents two exercises using variation in cataract severity in our

data. Returning patients are less likely to undergo surgery on the remaining eye

12The fitted slope for surgery-2 take-up is -0.021. Without residualization, the coefficient for the return-for-
quote outcome is 0.013 (SE = 0.022) and for the take-up outcome is 0.018 (SE = 0.021), again not significantly
different from zero.
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than first-time patients with comparable cataract profiles, especially when second-eye

cataracts are mild to moderate. This pattern is consistent with learning, but also with

threshold selection or expectation effects: patients with more severe first-eye cataracts

may carry higher treatment thresholds to the second decision, or may be more likely to

be disappointed if initial expectations were high.

Appendix D.2 examines a related social-learning channel. For each surgery-1 price

quote, we measure the share of patients in the same clinic-day-hour who had already

completed cataract surgery, using the fact that the firm uses a shared waiting area

for pre- and post-surgery patients. Surgery 1 take-up rises with exposure to post-

surgery patients, while no such association appears for returning patients who have

already had surgery. This pattern is consistent with learning from others, but the

mechanism differs from the within-person learning modeled below and cannot rule

out unobserved demand shocks correlated with clinic composition.

Finally, Appendix D.3 reports evidence from a companion survey of 94 cataract

patients. The survey sample is higher-income and more educated than the main sam-

ple, limiting external validity, and combines retrospective reports from patients with

surgery experience with hypothetical belief-updating questions for patients without

surgery experience. Across three dimensions of pre-surgery concern (expected eyesight

improvement, post-operative care burden, and complication risk), responses point in

the direction of reduced uncertainty after first-eye surgery, though most differences are

not statistically significant among respondents with surgery experience. The hypothet-

ical framing for non-surgery patients and the small number of surgery patients further

limit what can be inferred about actual belief updating in our main setting.

The structural model uses the full choice and price distributions, under maintained

behavioral assumptions, to quantify the role of pre-surgery uncertainty in demand.
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4 Model

We develop a structural model of sequential surgery demand. The model recovers

two objects: observables-dependent uncertainty parameters that measure how much

idiosyncratic uncertainty is resolved through surgery-1 experience, and price elasticities

for each surgery. We use these estimates to compare counterfactual policies.

Section 2 established two features of this setting: sequential, bilateral surgery with

the more severely affected eye operated first, and idiosyncratic outcome uncertainty

that is resolved only after surgery 1. The model adds a third: patients are forward-

looking, anticipating that surgery 1 will reveal information and factoring this option

value into the surgery-1 decision.

At each surgery opportunity, patients face a binary choice: undergo the surgery

or decline. Surgery characteristics are determined by the physician and taken as

exogenous to the patient’s choice (Section 2). The consideration set contains exactly

two options: the recommended surgery or the outside option, which for the vast

majority of patients means forgoing surgery entirely (Section 2).

4.1 Preferences, timing, and information

Utility. Let i index patients and t ∈ {1, 2} index surgeries. Time indexes decision stage

rather than calendar period (Appendix E augments the baseline model with Bayesian

learning as a function of inter-stage periods). The ex-post utility from undergoing

surgery t is

uit ≡ αi + β
′xit + ε it, (1)

where αi is an idiosyncratic patient-specific component common to both surgeries, xit

is a vector of observable patient and surgery characteristics with coefficient vector β,

and ε it is a demand shock observed by the patient but not the econometrician, drawn

independently across patients and surgeries. The outside option at each stage is valued

at ui0t = 0; this is without loss of generality, because any additive shock ε i0t on the
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outside option can be folded into ε it in the binary choice between the two alternatives.

The term αi is the central object of the model. It represents the patient-specific

component of surgery benefit that is not predictable from observable characteristics

before the procedure: idiosyncratic responses to restored visual quality, tolerance of

post-operative care, and/or subjective valuation of the surgery experience. Because

these determinants are properties of the patient rather than the eye, we assume αi is

common to both surgeries.13 Experiencing surgery 1 reveals αi to the patient, which

then informs the surgery-2 decision. This is the information-revelation mechanism at

the center of the model.

We assume surgery 1 reveals αi perfectly rather than as a noisy signal; if revelation

is instead partial, our estimate of the spread of the prior, σ̂α,i, absorbs both prior

uncertainty and signal noise, so it is better read as an upper bound on that spread.

Appendix E finds no evidence of incremental learning across pre-quote visits, consistent

with surgery 1 being the primary information event.

Because αi is identified from revealed preferences rather than a directly measured

health outcome, our welfare estimates reflect the value patients assign to surgeries

through their choices. Section 4.6 discusses the welfare interpretation.

The utility function is linear in αi, which assumes risk-neutrality with respect to

the uncertain component. We address risk preferences in two ways. First, following

Ching, Erdem and Keane (2017), we include a proxy for risk aversion in xit rather

than imposing a specific parametric form. Second, Appendix F introduces CARA

preferences over αi by replacing the linear αi term with v(αi) = (1− e−ραi)/ρ while

maintaining linearity in β′xit and ε it.

The covariate vector xit includes: log pit (log price, with coefficient βp); log age

and gender; insurance-type dummies as a proxy for income; cataract severity scores

for each eye; dummies for surgery type, and intraocular lens type; sales-agent fixed

effects; quarter fixed effects; a weekend indicator; and the log of pre-quote clinic visits.

13Eye-specific differences in the magnitude of expected benefit, such as the fact that surgery 2 restores
an eye from an already-improved baseline, are captured by including cataract severity scores and surgery-
specific characteristics in xit.
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For patients who completed surgery 1, xi2 additionally includes the post-surgical

first-eye cataract score, which absorbs variation in residual cataract severity following

surgery 1 that may directly affect surgery-2 demand. Not all patients achieve complete

correction immediately after surgery 1: Table A8 shows that 30% of patients have a

residual cataract score at their first post-operative visit. Among those observed at a

third post-operative visit, this share falls to 24%, consistent with first-visit residual

scores at least partly reflecting follow-up timing rather than surgical shortfall.

Timing and information. Let yit denote patient i’s surgery decision at stage t,

where yit = 1 indicates that surgery is purchased. The sequence of events is:

1. Patient i observes ε i1 and knows all elements of xi1 and xi2, including prices for

both surgeries, but not the realization of αi.

2. i decides whether to undergo surgery on eye 1.

(a) If yi1 = 0: utility is the outside option, 0. End.

(b) If yi1 = 1: nature draws αi from distribution Gi. Patient observes αi and ε i2.

3. i decides whether to undergo surgery on eye 2.

(a) If yi2 = 0: utility is αi + β
′xi1 + ε i1. End.

(b) If yi2 = 1: utility is 2αi + β
′(xi1 + xi2) + ε i1 + ε i2. End.

Two aspects of this timing deserve emphasis. First, patients observe prices for both

surgeries before surgery 1, a perfect-foresight assumption that is reasonable given that

the median time between surgeries is approximately 45 days and within-agent price

variation is limited over this horizon. Second, because both surgeries occur within a

short time window, we normalize the discount factor between stages to one.

The econometrician observes price quotes pit, covariates xit, and surgery choices

(yi1, yi2), but not αi or the ε-shocks. Appendix H presents the model tree.
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4.2 Demand and option value

Surgery 2 demand. Solving by backward induction, once αi is revealed after surgery 1,

patient i undergoes surgery 2 if and only if ui2 > 0:

αi + β
′xi2 + ε i2 > 0.

Conditional on completing surgery 1, the demand probability for surgery 2 is

P [yi2 = 1 | yi1 = 1] = P
[
αi + β

′xi2 + ε i2 > 0
]

,

where independence from yi1 follows from the iid structure of the shocks.

Option value. Before surgery 1, αi is unrealized. The forward-looking patient’s

expected utility from surgery 2, which enters surgery 1’s decision, is the option value:

OVi ≡ E [max{ui2, 0}] = E [ui2 | ui2 > 0] P [ui2 > 0] , (2)

where the expectation is over (αi, ε i2). The option value is strictly positive: because the

patient can decline surgery 2 after observing αi, bad realizations limit the downside to

one surgery while good realizations are amplified by a second surgery. This convexity

generates a preference for uncertainty, a result we formalize in Lemma 2; the closed

form of OVi under Assumption 1 is given in equation (3) below.

Surgery 1 demand. Before surgery 1, after the stage-1 shock ε i1 is realized but

before αi is known, the patient’s total expected marginal utility from surgery 1 is

Eαi [ui1] + OVi = Eαi [αi] + β
′xi1 + ε i1 + OVi.

The patient undergoes surgery 1 if and only if this is positive:

P [yi1 = 1] = P
[
Eαi [αi] + β

′xi1 + ε i1 + OVi > 0
]

.
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OVi appears in surgery-1 demand regardless of the information structure: sequential

consumption makes the two surgeries complements even under full information. What

distinguishes the learning model is that OVi depends on the spread of the prior over

αi, which we denote σα,i, through the integration over the as-yet-unrealized αi.

We assume forward-looking, rational patients who recognize the uncertainty in

αi and anticipate that surgery 1 will resolve it. A third behavioral alternative exists:

consumers who are initially unaware of the option value (believing no information

will be revealed) but subsequently update their decision after observing the surgery-1

outcome. This case also produces learning, but without full ex ante recognition of the

option value; we abstract from it.14

4.3 Parametric assumptions and closed-form demands

Before surgery 1, a patient’s prior over αi could in principle feature both a covariate-

dependent mean and a covariate-dependent spread. We restrict the mean to zero and

let only the spread vary with covariates, wi. For covariates shared with xit (log age,

gender, cataract scores, insurance dummies), a heterogeneous mean is not separately

identified from the terms already in β′xit. For covariates unique to wi (described

below), identification of a non-zero mean would in principle be possible, but we

impose µα,i ≡ E [αi] = 0 as a maintained behavioral assumption: patients’ priors

over the idiosyncratic component are unbiased, so observed heterogeneity in expected

benefit operates entirely through β′xit. We allow for random effects in Appendix I.

Assumption 1. ε i1 and ε i2 are iid N (0, 1), independently of each other and of αi.

The uncertainty shock satisfies αi ∼ N (0, σ2
α,i) independently across patients, where

σα,i ≡ exp(θ′wi).

The unit variance of ε it is a scale normalization, standard in binary-choice models

where utility is identified only up to scale.

14The learning literature includes models with both forward-looking and myopic consumers, and there is
no consensus on which specification better fits the data (Ching, Erdem and Keane, 2017).
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The vector wi parametrizes the uncertainty distribution. It includes the time-

invariant patient characteristics shared with xit (log age, gender, both cataract scores,

and insurance-type dummies), as well as right- and left-eye health-comorbidity indices

and the clinic-day-hour share of other patients who had already completed surgery 1

at the time of the quote, which captures ambient social-exposure conditions that may

correlate with patient uncertainty.

Before surgery 1 a patient holds a prior N (0, σ2
α,i); she knows its spread σα,i,

parametrized by wi, but not the realization of αi, which she learns after surgery 1.

Appendix I augments the model with a patient-specific random intercept µi ∼ N (0, σ2
µ)

and finds σ̂µ near zero, ruling out unexplained, patient-to-patient dispersion in mean

utility beyond what xit and σ2
α,i already capture.

We prefer normal ε-shocks over the standard Type-I extreme value assumption

because normality yields closed-form demand expressions.15

Under Assumption 1, the option value and demand probabilities are:

OVi =

β′xi2 +
√

1 + σ2
α,i λ

 β′xi2√
1 + σ2

α,i

Φ

 β′xi2√
1 + σ2

α,i

 , (3)

si1 ≡ P [yi1 = 1] = Φ
[
β′xi1 + OVi

]
, (4)

si2 ≡ P [yi2 = 1 | yi1 = 1] = Φ

 β′xi2√
1 + σ2

α,i

 , (5)

where λ(z) ≡ φ(z)/Φ(z) is the inverse Mills ratio and φ, Φ are the standard normal

pdf and cdf. Derivations are in appendix section H.

4.4 Model predictions

Comparing equations (4) and (5) reveals two structural predictions.

15Type-I extreme value shocks combined with the normal distribution of αi would yield a mixed logit. In
a binary choice setting, a mixed logit offers no computational or interpretive advantage over the normal-
normal specification, which delivers the closed-form expressions in equations (4)–(5) without simulation.
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Lemma 1 (Learning attenuates surgery-2 price sensitivity). Under Assumption 1, the

effective price coefficient in si2 is βp/
√

1 + σ2
α,i, attenuated by the factor 1/

√
1 + σ2

α,i

relative to the no-uncertainty case (σα,i = 0). The effective price coefficient in si1 is βp.

Proof. By inspection of the closed-form demands (see Appendix H).

The mechanism is direct. After surgery 1, αi is revealed and enters surgery-2

utility like any observed covariate with variance σ2
α,i. This variance dilutes the relative

importance of the price term in the composite utility αi + β
′xi2 + ε i2, reducing price

sensitivity. Patients whose realized αi is high will elect surgery 2 regardless of price;

those with a low realized value will not. Only patients near the threshold are price-

sensitive, and the larger is σα,i, the thinner this marginal group. Under no learning

(σα,i = 0), the demand equations are symmetric in prices, with no differential elasticity.

This coefficient result has two empirical implications: (i) price elasticities are pre-

dicted to be larger in absolute value for surgery 1 than surgery 2 — whether the

coefficient attenuation dominates hazard-rate differences across surgeries is an empiri-

cal matter, and at the take-up rates observed in the data it does (Section 5); and (ii) the

attenuation factor 1/
√

1 + σ2
α,i in equation (5) identifies σα,i given βp.

Lemma 2 (Uncertainty has option value). Under Assumption 1, OVi > 0 and is strictly

increasing in σα,i. A policy that resolves uncertainty by revealing αi = 0 reduces OVi

and may reduce consumer welfare below the status-quo level with uncertainty. See

Appendix H for proof.

The intuition follows from the asymmetric consequences of αi: a bad draw limits

the patient to one surgery, capping the downside; a good draw supports two surgeries,

amplifying the upside. Announcing αi = 0 eliminates this asymmetry and removes

the insurance value embedded in uncertainty. Thus, advertising campaigns revealing

average outcomes may not improve consumer welfare even if fully believed.

No-learning benchmark. We compare the learning model to an alternative in

which surgery 1 reveals no information: αi remains unknown to the patient at stage 2.

Under this benchmark, the patient at stage 2 still acts on the prior mean of zero, so sNL
i2 =
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Φ(β′xi2) carries no attenuation. The surgery-1 equation would retain a deterministic

option value OVNL
i , a nonlinear function ofβ′xi2 alone reflecting the certain, rather than

uncertain, complementarity between the two surgeries. For tractability, we set OVNL
i =

0 in estimation. This benchmark therefore differs from the learning model along two

dimensions: it removes uncertainty (σα,i = 0, eliminating attenuation in si2) and omits

deterministic complementarity between surgeries through the surgery-1 option value.

Because the two specifications are non-nested, we compare them using the Vuong

(1989) test, which evaluates whether one model fits the data significantly better than the

other. The test therefore compares the learning model against a benchmark omitting

both channels simultaneously, and cannot attribute any improvement in fit to learning

rather than to the omitted complementarity term.

4.5 Log-likelihood

The log-likelihood of the data is

` =
N

∑
i=1

[yi1 log si1 + (1− yi1) log(1− si1) + yi1yi2 log si2 + yi1(1− yi2) log(1− si2)] ,

maximized over (β, θ). The surgery-2 terms contribute only when yi1 = 1, reflecting

the sequential structure. An important implementation issue is that surgery-2 prices

are unobserved for patients who do not return for a surgery-2 quote; ignoring this

would bias the estimates of σα,i upward. We address this selection problem through

the procedure described in Section 4.7.

16With log pit ∈ xit and price coefficient βp < 0, the marginal utility of income is−∂uit/∂pit = −βp/pit =
|βp|/pit > 0.
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4.6 Patient welfare

We measure consumer surplus as the monetized ex post utility from surgery decisions.

Given αi and the ε-shocks, the ex post surplus for patient i is

CSi ≡ 1
{
β′xi1 + ε i1 + OVi > 0

}( ui1

−∂ui1/∂pi1
+ 1 {ui2 > 0} ui2

−∂ui2/∂pi2

)
, (6)

where uit is utility net of the outside option (normalized to zero) and −∂uit/∂pit is

the marginal utility of income implied by the model.16 We simulate 500 draws of the

shocks and average to obtain ĈSi.17 Consumer surplus is anchored to the outside

option of no surgery.

Our welfare estimates capture patients’ willingness to pay for the surgery expe-

rience, not a physician-assessed measure of vision improvement. We interpret these

estimates conservatively. For most patients in our sample the outside option is truly

forgoing surgery, so ĈSi approximates the total welfare gain from surgery access. A

small share of non-operating patients sought care elsewhere (Section 2); for these

patients our estimates are a lower bound on the true welfare gain.

4.7 Identification and estimation

The model requires identifying two sets of parameters: the coefficient vector β (es-

pecially the price coefficient βp) and the uncertainty parameters θ (which determine

σα,i). The identification logic follows directly from Lemma 1. Once βp is consistently

estimated, the attenuation in price sensitivity between surgeries 1 and 2, captured

by the factor 1/
√

1 + σ2
α,i in equation (5), identifies σα,i for each patient. The vector

θ is identified from cross-patient variation in this attenuation as a function of the

characteristics in wi: patients whose surgery-2 price sensitivity is more attenuated

relative to the first have larger estimated σα,i.

The underlying assumption — that the variance of ε it is constant across stages

conditional on observables, with cross-stage variation in price sensitivity arising from

17The outer indicator is the realized net utility from surgery 1 β′xi1 + εi1 + OVi, with εi1 drawn in
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the information set — is standard in the dynamic discrete choice literature (Arcidi-

acono and Ellickson, 2011). Two features of our setting support this normalization.

First, xit includes surgery-stage indicators together with patient demographics and

cataract severity scores, capturing the main systematic differences between stages;

the equal-variance assumption therefore restricts only the residual variation in ε it

after conditioning on these observables, not the total variance. Second, we estimate

a random-effects specification (Appendix I) that augments the model with a perma-

nent patient-specific demand component µi; the estimated standard deviation σ̂µ ≈ 0

indicates that any residual variance is small, bounding the potential scope of the error.

We address five threats to identification.

Price endogeneity. To identify βp we use a control function (Petrin and Train, 2010):

the instrument is the sales agent’s 15-day rolling-average log price offered to other

patients. Sales agents cycle between periods of above- and below-average pricing

that persist over several consecutive weeks, as documented in Appendix B.1, so the

rolling average proxies for an agent’s current pricing phase. We include agent fixed

effects and retain agents with at least 8 quotes to mitigate incidental-parameter bias

(Greene, 2004), keeping over 98% of quotes. The first-stage coefficient is positive

(F =28.2, well above conventional thresholds for relevance): agents in above-average

phases quote higher prices to the current patient. Appendix J provides the control-

function derivation; Appendix B reports the first-stage binscatter and the reduced form,

confirming that higher lagged agent prices reduce surgery-1 take-up; and Appendix K

reports alternative instruments.

The exclusion restriction requires that, conditional on agent fixed effects and patient-

level controls, the rolling-average price of other patients’ quotes is uncorrelated with

the current patient’s demand shock ε it. Two conditions jointly support this and the full

supporting evidence is shown in Appendix B.

The first is cross-patient independence of demand shocks: because the instrument

aggregates prices offered to other patients served by the same agent in the same 15-day

simulation and OVi integrating over αi at its prior mean; stage-1 participation occurs before αi is revealed.
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window, it threatens exclusion only if those patients’ shocks are correlated with the

current patient’s. Conditional on agent fixed effects and calendar controls (quarter

indicators and a weekend indicator), the residual rolling average reflects idiosyncratic

fluctuations in the agent’s own pricing behavior rather than shared patient-level shocks.

Evidence on patient assignment supports this: Appendix B.3 shows agent-specific

means of patient characteristics are consistent with near-random sorting for five of six

observable characteristics; the exception, uninsured status, is addressed by including

it as a patient-level control, and Appendix B.2 confirms this leaves the first-stage

coefficient virtually unchanged.

The second condition is that the composition of patients arriving during high- ver-

sus low-price stretches does not differ in ways that predict ε it conditional on included

controls. Agent fixed effects absorb time-invariant differences in patient mix across

agents, while patient-level controls absorb observable composition differences. The

residual concern is time-varying selection within agent: external factors that simulta-

neously push an agent into a slow-sales stretch and alter unobservable characteristics

of arriving patients, for example a common demand shock (seasonal lull, local health

news) that both thins patient flow and changes which patients visit. Three features of

our setting limit this concern. First, because the instrument is built from the agent’s

pricing behavior toward other patients rather than any attribute of the current patient,

a composition effect requires the current patient’s unobservable demand to predict

the specific day they visit, conditional on observables and the agent’s fixed pricing

tendency. Second, Appendix B.4 shows that agents’ within-period price deviations do

not predict the composition of patients arriving in the following week across six observ-

able characteristics, consistent with pricing phases reflecting idiosyncratic supply-side

conditions rather than foreseeable patient-mix changes. Third, patient volume is unre-

sponsive to the instrument: regressing daily agent-level volume on the rolling-average

price yields a small, statistically insignificant slope (Appendix B.4), ruling out the

interpretation that pricing phases reflect aggregate demand conditions.

The inner utility terms uit are evaluated at the realized αi draw for each simulation path.
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Risk aversion. Two types of risk are present in this setting: surgery-specific risk

from potential complications, and the uncertainty shock αi. We model the latter

explicitly; the former must be controlled for, because it would otherwise be absorbed

into ε it and contaminate the σα,i estimates. Our proxy is the log number of clinic visits

between the initial cataract diagnosis and obtaining a price quote. Its sign is not pinned

down ex ante. More visits before a quote could reflect caution or risk aversion about

the surgery decision, holding observable characteristics fixed. But it could equally

reflect deliberateness, information gathering, scheduling constraints, or unfamiliarity

with the procedure, none of which need predict lower take-up. We cannot determine

whether the proxy captures hesitancy or engagement, but we include it because it is

the best available measure of risk aversion in our data. Observable cataract severity is

already captured by severity scores in xit, so visit frequency is not simply proxying for

disease progression. Our sample includes only patients whose first contact with the

provider occurred in 2018, so the complete pre-quote visit history is observed for every

patient. If patients are also risk averse with respect to αi, the estimated distribution of

σα,i absorbs both pure uncertainty and its interaction with risk preferences; around risk

neutrality, this amounts to a rescaling of αi.

Because the visit-count proxy alone cannot rule out risk aversion, we also test it

directly. Following Ching, Erdem and Keane (2013), Appendix F introduces CARA pref-

erences over αi and shows that the price coefficient, the qualitative ranking of surgery-1

and surgery-2 elasticities, and goodness-of-fit are stable for ρ ∈ {0.01, 0.05, 0.1, 0.2}. Es-

timated jointly with the model parameters, ρ̂ is small and statistically indistinguishable

from zero, ruling out risk aversion as a driver of the estimates. Appendix E also tests

whether visits instead reflect information accumulation, a structural Bayesian-learning

restriction. The coefficient on visit count in the extended model is indistinguishable

from zero, ruling out active information-seeking as what the proxy captures.

Decreasing marginal returns. Surgery 1 restores vision in the eye with worse

cataracts, while the second restores an eye that already benefits from the improved base-

line of the first. We allow for flexible differences in marginal valuation by controlling
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for cataract scores of both eyes in both demand equations, as well as surgery-specific

product characteristics in xit.

Income effects. Price responses may be heterogeneous by income. We use insur-

ance type in both demand equations as an income proxy, because insurance coverage

is strongly correlated with income in Mexico (ENSANUT, 2020). Results are similar

using borough dummies instead (Appendix L).

Selection bias. Patients who do not return for a surgery-2 quote lack an observed

surgery-2 price, and because non-returners presumably had less favorable surgery-1

experiences, restricting to returners would bias σα,i upward. We impute their coun-

terfactual log price by LASSO (out-of-sample R2 of 0.72), entered as a covariate and

treated as exogenous conditional on the LASSO covariates. Appendix A details the

imputation and shows the predicted distribution matches observed surgery-2 prices.

A Heckman two-step correction yields the same qualitative conclusions (Appendix M).

Estimation. Estimation proceeds in two steps. We first construct the control func-

tion using the instrument described above. We then add the control function residual

as an additional regressor and maximize the log-likelihood over (β,θ). Standard errors

are obtained from 500 panel-bootstrap replications of the full two-step procedure.

5 Results

Table 2 reports the estimates underlying three results: differential price elasticities

across surgeries, the magnitude and determinants of estimated outcome uncertainty,

and a nonnested test of the learning specification against a static benchmark. The

instrument yields a first-stage F-statistic well above conventional thresholds for rele-

vance (F =28.2); Appendix B.2 reports the reduced form, where higher lagged agent

prices reduce surgery-1 take-up, consistent with downward-sloping demand. Sec-

tion 4.7 develops the exclusion-restriction argument in full, and Appendix B reports

the supporting placebo and stability checks.

All columns include log age, gender, cataract scores for each eye, the log of pre-
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quote visits, surgery characteristics, an income proxy (health insurance type dummies),

quarter indicators, a weekend indicator, and sales-agent fixed effects; only coefficients

of interest are reported. Column 1 is a static IV-probit that imposes no learning and

no option value, and serves as the no-dynamics benchmark for the nonnested test

below. Column 2 introduces the learning mechanism but omits the control function: the

price coefficient is precisely estimated yet not economically sensible, since without the

control function all three implied elasticities are around half to a third of the magnitude

of their preferred-specification counterparts (column 4). This uniform shrinkage across

margins is consistent with price endogeneity: sales agents plausibly condition prices on

unobservable factors correlated with a patient’s willingness to pay. Column 3 restores

the control function but holds σα,i constant across patients; column 4, the preferred

specification, additionally parametrizes σα,i by patient characteristics.

The preferred specification yields a negative and statistically significant price coeffi-

cient. A 10% increase in the firm’s overall price level reduces total surgical demand

by 19.6 %. The two surgeries differ in their own-price response: a 10% increase in

the surgery-1 price reduces its take-up by 14.1%, against 9.6% for the second. This

ranking is consistent with Lemma 1: the effective price coefficient in surgery-2 demand

is attenuated by 1/
√

1 + σ2
α,i relative to surgery-1 demand, so patients with positive

estimated uncertainty are inherently less price-responsive once that uncertainty is

resolved. These magnitudes are comparable to other out-of-pocket, elective-procedure

settings (Duarte, 2012; Kowalski, 2016), well above the inelastic demand typical where

insurance shields patients from prices (Newhouse, 1993; Lurie et al., 1989; Aron-Dine,

Einav and Finkelstein, 2013).

The bottom panel of Table 2 reports the σα,i equation. Ocular comorbidity is the

strongest predictor: the right- and left-eye health-score coefficients are positive and

precisely estimated, indicating that patients with more comorbidities face greater

residual uncertainty about surgical benefit. Age enters negatively and significantly.

The female coefficient is negative and significant, consistent with the gender gap in

bilateral cataract take-up documented in the medical literature (Mercer, Lyons and
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Bassett, 2019; Briesen et al., 2010).

Figure A13 plots the distribution of σ̂α,i, which is right-skewed. The standard

deviation of the additive demand shock ε it is normalized to 1, and σ̂α,i averages 3.6

times that benchmark: outcome uncertainty exceeds the unobservable demand shock

for the average patient. Because option value is strictly increasing in σα,i (Lemma 2), this

magnitude implies economically meaningful option value for much of the sample.18

The risk-aversion proxy, the log number of pre-quote clinic visits, enters positively

and significantly: more visits before requesting a quote predict higher take-up, holding

cataract severity and other characteristics fixed. This pattern is more consistent with

visit frequency capturing deliberateness or engagement with the treatment process

than hesitancy. As an alternative, structural approach to risk aversion, Appendix F

introduces CARA preferences over αi and jointly estimates the risk-aversion coefficient

ρ: the price coefficient and the cross-surgery elasticity ranking are mostly unchanged

from the baseline, and ρ̂ is small and statistically indistinguishable from zero, consistent

with risk neutrality over the surgical outcome.

A formal nonnested test (Vuong, 1989) compares the preferred specification’s log-

likelihood against the no-learning, no-dynamics benchmark in column 1 and rejects the

null of equally poor fit in favor of the learning model (t-statistic = 23.8). This test cannot

attribute the improvement in fit to learning specifically rather than to the deterministic

complementarity that the no-learning benchmark also omits (Section 4.4), so it indicates

only that behavior after surgery 1 is inconsistent with the static benchmark, not what

patients are learning about. Out-of-sample validation in Appendix O corroborates

this: estimated on a random 50% training subsample, the preferred specification

outperforms both the no-learning benchmark and the constant-σα,i specification in the

held-out sample by mean prediction error and pseudo-R2.19

Patient welfare, measured by equation (6) as in Section 4.6, averages 241 USD and

18Our estimations include a rich set of controls, which capture a portion of the variation otherwise
absorbed by the unobservable demand shocks. The comparison of σ̂α,i to the residual ε standard deviation is
therefore a conservative lower bound on the relative importance of outcome uncertainty.

19R2
p is defined as (number of correct predictions − number of most frequent outcome) / (number of

outcomes − number of most frequent outcome).
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is positive for the vast majority of patients (Figure A14).20 A small share of patients

report negative surplus, reflecting an adverse realization of αi after surgery 1 that led

them not to proceed to the second.

6 Counterfactuals

We use the model’s estimated price elasticities, patient-specific uncertainty parameters

σ̂α,i, and consumer surplus estimates in two counterfactual exercises: a champion

campaign that manipulates the information patients hold about αi, and a revenue-

neutral price schedule that reallocates prices across the two surgeries.21

6.1 Champion campaigns and option value

We consider a campaign in which a champion patient announces a realized surgical

outcome αc to prospective patients, who take the announcement at face value. The

campaign could be run by the firm, an NGO, or a public health agency, with αc as the

operator’s decision variable. Contact with successfully operated patients is a plausible

strategy for increasing uptake identified in the cataract literature, though the evidence

on whether it affects demand remains limited (Mailu et al., 2020); our model offers a

structural framework for evaluating this mechanism and its welfare consequences.

The information is genuine in the sense that αc represents a true realized outcome

for the champion. It is, however, selective: champions are presumably patients with

favorable experiences, so αc > 0 is the relevant range. This dual character (informative

content with optimistic selection) places the intervention in the empirical literature that

distinguishes the informative and persuasive roles of health-related communications

(Leffler, 1981; Ching and Ishihara, 2012). We abstract from campaign implementation

costs, which vary with context and implementation design.

The counterfactual separates the persuasion effect from the outcome effect. Surgery-

20We obtain qualitatively similar results with ex ante computations of consumer surplus.
21We do not examine bundled pricing: sequential decision-making is the institutional norm in this market
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1 participation is determined by the announced αc: a patient takes surgery 1 if

αc + β
′xi1 + ε i1 + OVi(αc) > 0,

where OVi(αc) ≡ (αc + β′xi2)Φ(αc + β′xi2) + φ(αc + β′xi2) is the option value from

surgery 2 evaluated at known αc, integrating only over the still-unresolved demand

shock ε i2. This differs from the baseline OVi in equation (3), which integrates over

the unknown αi as well; at αc = 0 the two coincide exactly, nesting the special case in

Lemma 2: revealing αi = 0 with certainty removes the option value and may reduce

welfare below the status quo with uncertainty. After surgery 1, the patient’s true

idiosyncratic outcome αi ∼ N (0, σ̂2
α,i) is realized. The surgery-2 decision and actual

welfare are determined by αi, not αc: the patient re-optimizes using her observed

outcome without revising beliefs about the campaign or provider itself. Consumer

surplus is computed using equation (6), with the surgery-1 participation indicator

based on αc and utility evaluated at the realized αi. Prices are held fixed at their

observed values throughout.22

We sweep over a grid of αc values from 0 to three times the sample mean of σ̂α,i

and simulate 500 draws of demand shocks ε i1 and ε i2 per patient-grid point, drawing

αi ∼ N (0, σ̂2
α,i) for patients who take surgery 1. Figure 2 reports changes in take-up

and consumer surplus. Surgery 1 take-up rises with αc and plateaus near αc ≈ σ̄α,i: at

αc equal to the sample mean of σ̂α,i, take-up increases by 41.8 percentage points.

Consumer surplus evolves differently: it is negative at αc = 0, rises to a value

indistinguishable from zero near αc ≈ 0.5 (1 USD at the peak), and then falls sharply

before leveling off at a large loss; at the sample mean of σ̂α,i the change is -246 USD.

Two forces drive the result. At αc = 0, the campaign destroys option value: patients

act as if αi = 0 is known, collapsing OVi to OVi(0) and removing the
√

1 + σ̂2
α,i

uncertainty premium; take-up falls and patients who would have benefited from

(Section 2), and no firm currently offers a bundled option.
22This is a partial-equilibrium simplification. In a full equilibrium the firm would re-price in response to

the campaign-induced demand shift; we do not model that response, so the welfare figures should be read
as partial-equilibrium magnitudes.
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surgery in the status quo no longer take it. As αc rises, this loss recedes and take-up

recovers, briefly restoring consumer surplus to near its status-quo level. Beyond that

point, the campaign instead pulls in marginal patients whose first-stage utility is in

the negative window β′xi1 + ε i1 ∈ (−αc −OVi(αc), −OVi). Their realized welfare

uses the true αi ∼ N (0, σ̂2
α,i), not αc: most have true αi < αc, paid more than they got,

and regret the surgery ex post. Consumer surplus falls sharply as this regret channel

dominates, then levels off once take-up itself plateaus (Figure 2, left panel).

Any campaign that announces a single value αc within the range we simulate

reduces welfare, because it decouples the patient’s belief from the realized outcome

distribution, except for a narrow, economically negligible band near αc ≈ 0.5. Two

avenues could reverse this. The first is targeting: reach only patients whose true αi

is plausibly above αc, e.g., the high-σ̂α,i subpopulation. The second is reducing the

price, which raises the latent index β′xi1 for everyone uniformly without manipulating

beliefs and so does not generate regret. The next subsection explores this. Even at its

most favorable point, the campaign’s welfare effect is negligible relative to the average

consumer surplus of surgery access, leaving no economically meaningful room for a

costly campaign to be welfare-improving.

6.2 Revenue-neutral price changes

Section 5 establishes that surgery-1 demand is meaningfully more price-elastic than

surgery-2 demand. This asymmetry in price sensitivity motivates a cross-subsidy:

lowering pi1 expands surgery-1 take-up where demand is most responsive, while

raising pi2 recovers revenue where demand is least affected. We ask whether such a

revenue-neutral price schedule can raise total take-up and consumer welfare, and at

what scale.23 Throughout we report ex post consumer surplus, demand, and revenue.

To see why the cross-subsidy can work, write total expected demand for patient i

as Di ≡ si1 + si1si2 = si1(1 + si2). From equation (5), si2 = Φ
(
β′xi2/

√
1 + σ̂2

α,i

)
does

23We assume constant marginal costs, which is sensible in this context: the firm pays surgeons by day
rather than by surgery, so the marginal cost of an additional procedure is low.
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not depend on pi1 (so ∂si2/∂pi1 = 0), giving

∂Di

∂pi1
= (1 + si2)

∂si1

∂pi1
,

and the elasticity of total demand with respect to pi1 equals the surgery-1 elastic-

ity: ∂Di
∂pi1

pi1
Di

= ∂si1
∂pi1

pi1
si1

(Lemma 3 in Appendix H). Because surgery-2 demand is less

price-elastic than surgery-1 demand, a revenue-neutral schedule that reduces pi1 and

increases pi2 raises total demand while holding revenue approximately constant.

Figure 3 shows our preferred schedule: pi1 decreases by τ% while pi2 increases by

2τ%, a ratio chosen to hold total revenue approximately fixed while taking advantage

of the larger surgery-1 elasticity. Take-up and consumer surplus both rise while firm

revenue stays approximately fixed: a 10% surgery-1 discount raises surgery take-up by

6.0 percentage points and average consumer surplus by 11.7 USD, while leaving firm

revenue within 3.4% of the baseline.24

A symmetric schedule that changes pi1 and pi2 by the same τ% delivers bigger but

qualitatively identical gains (Figure A15): a 10% discount and increase raises take-up

by 10.8 percentage points and consumer surplus by 23.4 USD.

In both cases, the gain operates primarily through the extensive margin. Figure A16

shows the demand breakdown by surgery: surgery-1 take-up accounts for most of the

increase, consistent with the higher price-elasticity at surgery 1. This analysis treats

the provider as a monopolist. To the extent that patients could redirect subsidies to

competing providers, take-up gains at this firm would be smaller. Under the standard

assumption that these patients are no worse off if they go elsewhere, our consumer

welfare estimate is a lower bound. We therefore find a simple, cost-effective economics-

based intervention to increase take up meaningfully.

Why has the firm not adopted these schedules on its own? Prices are set by

sales agents whose commissions depend on price, giving them an incentive to resist

24For comparability across the two price schedules, consumer surplus in the revenue-neutral counter-
factuals is monetized at baseline prices, holding the marginal utility of income fixed; the ex post surplus in
Section 5 and the champion counterfactual use the faced-price marginal utility of equation (6).
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discounts. A surgery-1 discount reduces the agent’s commission immediately and with

certainty, while the surgery-2 premium is uncertain and delayed, arriving only if the

patient returns after a median 45-day gap between surgeries. This asymmetry plausibly

explains why the reallocation has not emerged from decentralized, commission-based

pricing, despite being approximately revenue-neutral. Sequential price discrimination

on an identical patient carries operational and reputational risks, and independent

sequential pricing is the industry standard. However, a government or non-profit

agency could subsidize surgery-1 vouchers through a modest surgery-2 fee, generating

the simulated net price changes while leaving firm revenue approximately unchanged.

7 Conclusion

Experience goods reveal their value through consumption; when that experience

informs a later purchase, the initial decision carries option value beyond its own

benefit. When that option value is large, as in our setting, two access policies can have

opposite welfare effects. A campaign sharing favorable outcomes to increase take-up

erodes the option value that makes uncertainty worth bearing and lowers welfare.

By contrast, reallocating prices toward the more price-sensitive stage raises take-up

and welfare at little provider cost. Whether an access policy helps or harms therefore

depends on whether it operates through the option-value channel or against it.

Our contribution is empirical rather than conceptual: option value is known to

shape take-up in experience-goods markets, but its magnitude is difficult to estimate

in settings with open-ended future purchase sequences, where the channel is hard to

isolate. Bilateral cataract surgery restricts the sequence to one known future decision,

allowing us to estimate the channel directly and show that it is first-order for policy

design. The same logic may apply to other sequential treatments with a fixed, known

number of decisions, such as cochlear implantation or bilateral joint replacement.

The scope of that evidence is necessarily tied to our setting. Our estimates come

from one private, out-of-pocket provider in Mexico City. Whether the same price
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asymmetry and option-value channel hold in alternate settings with insurance, public

provision, or competing providers is left for future work.
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TABLE 1: PATIENT SUMMARY STATISTICS

(1) (2) (3)
Variable Cataract patients Non-cataract patients Difference

Has a cataract surgery 0.65 0 -
(0.48)

Age 69.22 46.92 -22.30
(12.25) (20.18) (0.33)

Female 0.61 0.61 0.00
(0.49) (0.49) (0.01)

Private insurance 0.07 0.15 0.08
(0.26) (0.36) (0.01)

Uninsured 0.72 0.68 -0.04
(0.45) (0.47) (0.01)

Right eye cataract score 2.68 0.43 -2.25
(1.61) (1.03) (0.02)

Left eye cataract score 2.64 0.44 -2.20
(1.61) (1.04) (0.02)

Right eye maximum cataract score 3.06 0.56 -2.50
(1.58) (1.18) (0.02)

Left eye maximum cataract score 3.02 0.56 -2.46
(1.59) (1.20) (0.02)

Right eye far visual acuity count fingers 0.26 0.08 -0.18
(0.44) (0.27) (0.00)

Right eye far visual acuity hand motions 0.11 0.03 -0.09
(0.32) (0.16) (0.00)

Right eye far visual acuity light perception 0.05 0.02 -0.03
(0.22) (0.14) (0.00)

Right eye far visual acuity no light perception 0.01 0.01 -0.00
(0.10) (0.09) (0.00)

Left eye far visual acuity count fingers 0.23 0.08 -0.15
(0.42) (0.27) (0.00)

Left eye far visual acuity hand motions 0.09 0.03 -0.06
(0.28) (0.16) (0.00)

Left eye far visual acuity light perception 0.05 0.02 -0.03
(0.22) (0.14) (0.00)

Left eye far visual acuity no light perception 0.01 0.01 -0.00
(0.11) (0.09) (0.00)

Right eye amblyopia 0.03 0.01 -0.02
(0.18) (0.11) (0.00)

Right eye anisometropia 0.01 0.00 -0.01
(0.11) (0.06) (0.00)

Right eye astigmatism 0.62 0.57 -0.05
(0.49) (0.49) (0.01)

Right eye myopia 0.39 0.34 -0.04
(0.49) (0.47) (0.01)

Right eye presbyopia 0.34 0.23 -0.11
(0.47) (0.42) (0.01)

Right eye hypermetropia 0.23 0.20 -0.03
(0.42) (0.40) (0.01)

Right eye emmetropia 0.01 0.02 0.01
(0.08) (0.13) (0.00)

Left eye amblyopia 0.03 0.01 -0.02
(0.17) (0.11) (0.00)

Left eye anisometropia 0.01 0.00 -0.01
(0.10) (0.06) (0.00)

Left eye astigmatism 0.61 0.57 -0.04
(0.49) (0.50) (0.01)

Left eye myopia 0.37 0.34 -0.03
(0.48) (0.47) (0.01)

Left eye presbyopia 0.34 0.23 -0.11
(0.47) (0.42) (0.01)

Left eye hypermetropia 0.25 0.20 -0.05
(0.43) (0.40) (0.01)

Left eye emmetropia 0.01 0.02 0.01
(0.08) (0.13) (0.00)

Observations 3,822 39,218 43,040

Notes: Standard deviations in parentheses. Patient characteristics for those within our estimating sample
(having at least one cataract-related visit) and those not in our sample. The cataract score ranges from 0
to 6. The maximum cataract score is the largest value observed during the study period. All other ocular
health measures are binary variables. Last column reports a difference-in-means test with standard errors
in parentheses.
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TABLE 2: DEMAND ESTIMATIONS

DEP VAR: Operatesit (1) (2) (3) (4)

log price −1.29 −0.85 −2.13 −1.83
(0.467) (0.075) (0.416) (0.296)

log Age −0.01 −0.11 −0.08 0.06
(0.066) (0.082) (0.062) (0.085)

Female −0.02 −0.07 −0.07 0.03
(0.031) (0.041) (0.027) (0.043)

Min cataract score 0.01 0.07 0.06 0.06
(0.010) (0.016) (0.013) (0.027)

Max cataract score 0.06 0.05 0.05 0.00
(0.012) (0.017) (0.012) (0.015)

Post-surgery cataract score of first-operated eye −0.25 −0.94 −0.71 −0.91
(0.022) (0.098) (0.055) (0.117)

log pre-quote visits 0.79 1.23 1.05 0.88
(0.047) (0.032) (0.089) (0.045)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40

(0.346)
log Age −0.34

(0.201)
Female −0.29

(0.101)
Min cataract score −0.07

(0.077)
Max cataract score 0.15

(0.039)
RE health score 0.11

(0.048)
LE health score 0.11

(0.033)
cons 3.40 2.93 3.08

(0.097) (0.195) (1.174)

ELASTICITIES
TOTAL -1.60 -0.82 -2.14 -1.96
FIRST OPS -1.32 -0.58 -1.50 -1.41
SECOND OPS -1.41 -0.35 -0.98 -0.96

OTHER CONTROLS YES YES YES YES
CONTROLS (σα,i) NO NO NO YES
CONTROL FUNCTION YES NO YES YES
MPE 0.38 0.18 0.19 0.20
R2

p 0.06 0.56 0.54 0.51
FIRST-STAGE IV’S F 28.25 28.25 28.25
PATIENTS 3,822 3,822 3,822 3,822
QUOTES 7,627 7,627 7,627 7,627

Notes: Bootstrapped standard errors clustered at individual level with 200 repetitions. Column (1) is a
static probit with a control function and no learning; column (2) is the sequential learning model without
a control function; column (3) is the learning model with a control function; and column (4), the preferred
specification, adds heterogeneity in the outcome variance σα,i . Min and max cataract scores are a patient’s
eyes minimum and maximum score in a 0 to 6 scale. Control functions for prices are constructed with the 15-
day rolling-average of log prices up to the moment as an instrument (Petrin and Train, 2010). Other controls
include: a constant, sales-agent fixed effects, surgery characteristics, and type of insurance as a proxy for
income. In the σα,i equation, eye health scores count the number of comorbidities (amblyopia, anisometropia,
astigmatism, myopia, presbyopia, hypermetropia, and emmetropia) present in each eye. MPE stands for
mean prediction error. R2

p stands for pseudo-R2, constructed as described in footnote 19. Price elasticities
are with respect to unconditional demands P [yit = 1], t = 1, 2: First and Second are the own-price elasticities
of first- and second-surgery take-up; Total is the elasticity of total surgeries to a proportional change in both
prices (the firm’s price level), defined in Lemma 3.
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FIGURE 1: Surgery-2 continuation and the surgery-1 price instrument
Note: Both panels plot surgery-2 outcomes against the price instrument for surgery 1, defined as the 15-day rolling-window average
log price quoted by the assigned sales agent. The left panel uses an indicator for returning for a surgery-2 quote as the outcome; the
right panel uses an indicator for taking up surgery 2. Both outcomes and the instrument are residualized on gender, log age, surgery
characteristics, type of insurance as a proxy for income, weekly date and day-of-week dummies, and sales-agent fixed effects; the
instrument is re-centered at its sample mean for readability. Each point is a binned mean, using 20 quantile bins. The dashed line in
each panel shows the OLS fit from a patient-level regression with robust standard errors. Left panel: coefficient = -0.029 (SE = 0.040).
Right panel: coefficient = -0.021 (SE = 0.038). Sample restricted to patients who undergo surgery 1.
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FIGURE 2: Champion campaign: take-up and welfare effects

Note: These figures show results from the champion campaign counterfactual as a function of the announced outcome αc. The left
panel presents the change in surgery take-up in percentage points. The right panel shows the change in average consumer surplus in
USD relative to the status quo. For each grid value of αc, we draw 500 simulations of αi and the two demand shocks εi1 and εi2 per
patient and average to obtain a per-patient point estimate. Shaded areas are 95% confidence intervals across patients computed on
those per-patient point estimates. The dashed vertical line marks αc equal to the sample mean of σ̂α,i .
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FIGURE 3: Asymmetric, revenue-neutral change in pricing policy

Note: These figures show results from the asymmetric revenue-neutral price counterfactual, in which pi1 decreases by τ% and pi2
increases by 2τ%. The left panel shows the change in total surgery take-up in percentage points relative to the status quo, as a function
of the percentage discount on pi1. The right panel shows the change in average consumer surplus in USD relative to the status quo.
Lighter lines are 95% confidence intervals across patients on the per-patient changes.
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A Price imputation and comparisons across surg-

eries

Table A1 reports quote-level summary statistics for first- and second-eye price quotes,

split into three columns: surgery-1 quotes (entirely observed), surgery-2 quotes (as

observed), and the full surgery-2 sample (after LASSO imputation). The min and

max cataract score and the phacoemulsification share in the imputed column are not

independently observed for non-returning patients: since their surgery-2 record is con-

structed by duplicating the surgery-1 row before imputing price, these three moments

coincide with the surgery-1 values for that subset and should be read accordingly.

To predict missing surgery-2 log prices, we employ a least absolute shrinkage and

selection operator (LASSO) with the following covariates:

• Patient’s characteristics: age, gender, access to private insurance, social secu-

rity, cataract scores, and ocular conditions, namely, amblyopia, anisometropia,

astigmatism, myopia, presbyopia, hypermetropia, and emmetropia.

• Surgery’s characteristics: type of intraocular lens and type of surgery.

• Personnel: identity of sales agents, optometrists, and ophthalmologists who

interacted with the patient.

These covariates amount to a total of 281 predictors, of which 133 were selected by

LASSO. The penalty parameter was selected by cross-validation, using 10 folds. We

use all observed price quotes for this estimation. We find a price-prediction error of

0.07 log points, which is small, given the average log price is about 9.4.

Figure A1 shows the price histograms of observed prices for surgery 1 and surgery 2,

and the predicted price distribution for the unobserved surgery-2 prices. The predicted

distribution closely tracks the observed surgery-2 price distribution.

50



TABLE A1: PRICE QUOTES: FIRST VERSUS SECOND SURGERY

Second surgery
First surgery Observed only With imputation

Price (USD) 697.05 640.48 683.97
(301.50) (227.30) (302.69)

Min cataract score 1.82 0.23 1.33
Max cataract score 3.49 3.20 3.37
Share phacoemulsification 0.66 0.72 0.67

Number of quotes 3,952 747 3,896
Number of patients 3,894 745 3,894

Notes: Means (standard deviations in parentheses for price) of quote-level charac-
teristics, split by surgery order. First-surgery quotes (column 1) are all observed.
Second-surgery quotes are split into those actually observed (column 2, patients
who returned for at least one more visit) and the full set including patients who
never returned, whose price is imputed by LASSO (column 3). For patients whose
second-surgery row is imputed, the min/max cataract score and phacoemulsifica-
tion indicator are carried over from their first-surgery row rather than indepen-
dently observed, since no second-eye visit was ever recorded for them; column 3
therefore reflects this construction for those variables. Unlike our estimation sam-
ple, this table does not drop quotes for missing price-instrument coverage; all other
sample restrictions still apply. Prices are in US dollars (1 USD = 19.22 MXNin the
sample period).
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FIGURE A1: Observed and predicted (log) price distributions
Note: Each panel plots the distributions of observed log prices (in MXN) for first-eye surgeries, observed log prices for second-eye
surgeries among returning patients, and LASSO-predicted log prices for the second-eye surgeries of patients who did not return for a
surgery-2 quote. Predicted prices are obtained from a LASSO regression using 281 patient, surgery, and personnel characteristics (133
selected by the algorithm), with the penalty parameter chosen by 10-fold cross-validation.
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B Supporting evidence on the price instrument

This appendix provides supporting evidence on the price instrument’s validity on two

dimensions. For relevance, the first-stage F-statistic exceeds conventional thresholds

and is stable across successive control sets. For the exclusion restriction, patient assign-

ment across agents is approximately random for five of six observable characteristics;

current price deviations have no predictive power for future patient composition; and

patient volume is unresponsive to the instrument. Agent identity accounts for 45.8%

of residual log-price variation, while the within-agent component that the instrument

exploits makes up the majority, 54.2%, and that variation is unrelated to the observable

characteristics of patients in adjacent time periods.

The following subsections document the structure of price variation across and

within agents, establish instrument relevance through first-stage estimates and the

reduced form, examine patient sorting across sales agents, and present suggestive

evidence for the exclusion restriction.

B.1 Price variation and agent pricing behavior

The instrument exploits within-agent, short-run price variation that is uncorrelated

across patients once agent fixed effects and shared calendar controls are absorbed.

Three features of the price data support its design: substantial heterogeneity in mean

prices across agents, persistent within-agent cycles between high- and low-price phases,

and the absence of secular market-wide trends. This subsection documents each in

turn; patient sorting across agents and evidence bearing on the exclusion restriction

are taken up in Subsections B.3 and B.4.

Figure A2 shows the average log price quoted by each of the 32 agents over the

observation period. Agents differ in their typical price level, with some quoting above

the firm-wide average and others below. This persistent cross-agent heterogeneity

justifies including agent fixed effects in the first stage, which absorbs time-invariant

pricing tendencies and ensures that identification derives from within-agent price
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variation over time.
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FIGURE A2: Average log price by sales agent
Note: Average log price quoted by each of the 32 sales agents over the observation period. Agents are ordered by agent identifier.

Figure A3 characterizes the within-agent variation. The top panel is a heatmap

of agent-week mean log prices, demeaned by each agent’s sample mean. Agents

run along the vertical axis and calendar weeks along the horizontal axis; blue cells

indicate below-mean pricing and red cells indicate above-mean pricing. Three patterns

are evident. First, agents cycle irregularly between above- and below-mean pricing

phases that persist over several consecutive weeks. Second, these cycles are not

synchronized across agents: at any given calendar week, different agents are in different

pricing phases, ruling out the interpretation that the cycles reflect market-wide demand

fluctuations common to all agents. Third, the magnitude of within-agent deviations

varies substantially across agents, reflecting heterogeneous pricing discretion within

the firm. The bottom panel shows, for each agent, the distribution of weekly demeaned

prices. The within-agent distributions are economically large and vary in shape across

agents, with some exhibiting symmetric distributions and others showing pronounced

skew in either direction.

To quantify this decomposition, we regress log price on patient characteristics,

quarter indicators, and a weekend indicator and retain the residuals. Regressing those

residuals on agent-identity dummies yields an R2 of 45.8 %, indicating that agent-
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specific pricing tendencies account for that share of residual log-price variation. The

remaining 54.2 % reflects within-agent temporal fluctuations, with a within-agent

standard deviation of 0.28 log points. The instrument exploits this within-agent,

within-period component.

Figure A4 reports coefficients on weekly date dummies from a regression of log

price on those dummies with agent fixed effects. The estimated coefficients show

no discernible trend, consistent with the within-agent variation being agent-specific

rather than market-wide. Sampling noise increases in later weeks because the sample

includes only patients whose first visit occurred in 2018, yielding fewer observations

as the panel approaches late 2019.

B.2 First-stage estimates and instrument relevance

The first-stage coefficient is positive: agents currently in a high-pricing phase offer, on

average, higher prices to the present patient, while agents in a low-pricing phase offer

lower prices. This direction reflects the phase persistence documented in Figure A3:

pricing phases are not reversed within the 15-day window, so the rolling average tracks

the agent’s current pricing tendency rather than triggering a compensatory adjustment

in the opposite direction. This pattern is consistent with agents adjusting prices in

response to their accumulated sales performance, a practice our partner firm confirmed

but for which we do not observe targets or incentive structures directly.

Figure A5 presents two binned scatterplots (20 quantile bins each), both residualized

on the full set of controls included in the main specification. The left panel is the first

stage: log price against the 15-day rolling-average instrument. The positive slope

is unambiguous, and the first-stage F-statistic exceeds conventional thresholds for

instrument relevance; the full first-stage regression is reported in Table A2 below. The

right panel is the reduced form: surgery-1 take-up against the instrument. The negative

slope confirms that higher lagged agent prices, which translate into higher current

prices through the first stage, reduce patient take-up, consistent with downward-

sloping demand.
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FIGURE A3: Within-agent log price variation over time
Note: Panel (a) shows a heatmap of agent-week mean log prices, demeaned by each agent’s sample mean. Agents are ordered along
the vertical axis; calendar weeks along the horizontal axis. Panel (b) shows the distribution of agent-week demeaned log prices for
each of the 32 agents.

Figure A6 examines whether the first-stage coefficient is stable as patient controls

are added successively. The point estimate and confidence interval change little across
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FIGURE A4: Log price variation over time, net of agent fixed effects
Note: Coefficient estimates from a regression of log price on weekly date dummies with agent fixed effects. Each point corresponds
to one calendar week. Spikes are the 95% confidence interval.
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FIGURE A5: First stage and reduced form
Note: Panel (a) shows a binned scatterplot (20 quantile bins) of log price against the 15-day rolling-average instrument, residualized
on agent fixed effects, quarter indicators, and the full set of patient and surgery controls from the main specification. Standard
errors are clustered at the patient level. Panel (b) shows a binned scatterplot (20 quantile bins) of surgery-1 take-up against the same
instrument, residualized on the same controls. Standard errors are clustered at the patient level. The sample in panel (b) is restricted
to surgery-1 price quotes.

the specifications, including when insurance status is added. Because being uninsured

is the one patient characteristic with non-random sorting across agents (Subsection B.3),

this stability is particularly informative: the instrument’s predictive power derives from

serial correlation in agent pricing behavior rather than from compositional differences

in the patient mix across pricing periods.
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TABLE A2: FIRST STAGE OF DEMAND ESTIMATIONS

DEP VAR: log priceit (1)

Sales agent’s prior 15-day-avg (log) price 0.142
(0.0267)

log Age 0.006
(0.0181)

Female −0.006
(0.0068)

Min cataract score 0.004
(0.0026)

Max cataract score 0.005
(0.0027)

Post-surgery cataract score of first-operated eye 0.000
(0.0034)

log pre-quote visits −0.042
(0.0043)

OTHER CONTROLS YES

R2
a 0.73

FIRST-STAGE IV’S F 28.25
PATIENTS 3,822
QUOTES 7,627

Notes: Standard errors clustered at individual level. Other
controls include: sales-agent fixed effects, surgery characteris-
tics, and type of insurance as a proxy for income.

No controls

Female

Log age

Privately insured

Uninsured

Female + Log age

Privately insured + Uninsured

Female + Log age +
Privately insured + Uninsured

0 .2 .4 .6

Coefficient on price instrument (logs)

FIGURE A6: First-stage coefficient stability across successive control sets
Note: This plot shows the first-stage coefficient on the 15-day rolling-average instrument with 95% confidence intervals, estimated
under eight successive control sets. All specifications include agent fixed effects, quarter indicators, and a weekend indicator. The top
specification includes no additional controls. The next specifications include the listed patient controls. Standard errors are clustered
at the patient level.

B.3 Patient sorting across sales agents

A potential threat to the exclusion restriction is systematic sorting of patient types across

agents. If agents with persistently higher prices also serve patients with systematically
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higher unobservable willingness to pay, agent fixed effects would not necessarily

fully absorb the confound. To assess the degree of sorting, we compare agent-specific

means of six patient characteristics to what would arise under random assignment.

We construct a 95% permutation band by randomly reassigning all patients across

agents 1,000 times and recording the resulting cross-agent means; agent-specific means

outside this band indicate non-random sorting.

For five of the six characteristics in Figure A7, agent-specific means lie within the

permutation band for all or nearly all agents, consistent with approximately random

sorting with respect to age, gender, private insurance status, and initial cataract severity

in each eye.

The uninsured indicator is the exception. Most agents display uninsured shares

outside the permutation band, indicating that uninsured patients are not randomly

distributed across the sales force. This likely reflects institutional scheduling patterns

rather than active selection by agents or patients. Three features of our design limit

the scope of this concern for identification. First, uninsured status enters the main

specification as a patient-level control, absorbing its direct effect on demand. Second,

Figure A6 shows that adding uninsured status to the first stage leaves the coefficient

nearly unchanged, so the non-random sorting does not account for the instrument’s

predictive power over current prices. Third, Figure A8 in Subsection B.4 shows that

agents’ within-period price deviations do not predict the uninsured share of patients

arriving in the following week, ruling out a forward-looking version of the sorting

concern.

B.4 Suggestive evidence for the exclusion restriction

The main threat to the exclusion restriction is that within-agent price cycles partly

reflect demand conditions rather than purely idiosyncratic supply-side factors. If

slow-sales stretches arise partly because fewer high-willingness-to-pay patients visit,

and if this compositional shift has an unobservable component not fully absorbed by

the included controls, the instrument would be correlated with the demand shock. We
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(C) Uninsured
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(F) Left-eye cataract score

FIGURE A7: Patient characteristics by sales agent, with permutation bands
Note: Each panel shows the agent-specific mean of one patient characteristic (dots) across the 32 agents, ordered by agent identifier.
The shaded area is the 95% band from 1,000 random permutations of patient assignments across agents. The horizontal dashed line
marks the sample (observed) mean.

address this through two exercises.

Figure A8 tests whether an agent’s current within-period price deviation predicts

the composition of patients arriving in the following week. For each agent-week, we
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FIGURE A8: Current agent price deviations and next-week average patient characteristics
Note: Each panel plots the average value of a patient characteristic among patients arriving in the seven days following a given agent-
week, against bins of the agent’s demeaned log price in that week. Demeaned log price is the agent-week mean price minus the agent’s
sample mean, assigned to five intervals symmetric around zero. Estimates are from a regression of the next-week characteristic on bin
indicators with the lowest bin as the excluded category, controlling for agent fixed effects and quarter indicators; each bin coefficient
is shifted by the regression intercept so the vertical axis shows the fitted mean characteristic in each bin. Standard errors are clustered
by agent and spikes correspond to 95% confidence intervals.

compute the demeaned log price and assign it to one of five bins; we then regress

the following week’s average patient characteristic on the bin indicators, controlling

for agent fixed effects and quarter indicators. None of the six characteristics shows a

statistically significant pattern across bins. The absence of predictive power indicates

that agents’ pricing phases do not reflect foreseeable changes in patient composition.
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FIGURE A9: Patient volume and the price instrument
Note: Binned scatterplot (20 quantile bins) of daily agent-level patient volume against the 15-day rolling-average instrument. Patient
volume is the number of cataract patients seen by an agent on a given day. Both variables are residualized on agent fixed effects,
quarter indicators, and a weekend indicator. Standard errors are clustered at the patient level.

Figure A9 asks whether patient volume responds to the instrument. We regress

daily agent-level patient volume on the 15-day rolling-average log price, controlling for

agent fixed effects, quarter indicators, and a weekend indicator. The estimated slope

is small and not statistically different from zero. Pricing phases are not accompanied

by systematic changes in the number of patients an agent encounters, ruling out the

interpretation that the instrument reflects aggregate demand conditions.
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C Clinical measures and surgical products

Table A3 presents a description of ocular health measures available in our data. Ta-

ble A4 shows summary statistics in our sample by type of surgical product. Phacoemul-

sification accounts for 65% of quotes and is approximately 70% more expensive than

small incision surgery. Patient outcomes and complication rates are similar across

both methods (Gogate et al., 2005; Riaz, de Silva and Evans, 2013), and in our context,

physicians determine the type of surgical product for each patient based on clinical

information. Patients receiving small-incision surgery are fitted with one lens type,

while physicians have four lens options for phacoemulsification.

TABLE A3: Description of ocular health measures

Measure Description

Far visual acuity A measure of a person’s vision, typically set at “optical infinity”, which is approxi-
mated at 20 feet.

Near visual acuity A measure of a person’s vision, defined as a comfortable reading distance of around
18 inches.

Amblyopia Vision that does not develop properly during childhood. Also referred to as lazy eye.
Anisometropia A condition in which the eyes have unequal refractive power, meaning the degree to

which the lens converges or diverges light.
Astigmatism Distorted shape of the cornea and/or lens that causes improper light refraction, lead-

ing to blurry and distorted vision of both near and far objects.
Myopia Refractive error caused by the eye not focusing light properly on the retina, leading

to blurry vision for distant objects. Also called nearsightedness.
Presbyopia An increased rigidity in the lens caused by aging, which leads the eye to lose the

ability to see things clearly up close.
Hypermetropia A refractive error due to an eye focusing problem that causes close objects to appear

blurred. Also called hyperopia or farsightedness.
Emmetropia A state of vision without refractive error, leading to a sharp focus of objects that are

far away, typically around 20 feet. The presence of a refractive error of this type is
called ametropia.

Notes: This table describes the ocular health measures included in the summary statistics of main text Table 1.
Information in this table is taken directly from the American Academy of Ophthalmology, www.aao.org.
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TABLE A4: SUMMARY STATISTICS BY TYPE OF SURGICAL PRODUCT

Surgical method: SICS Phaco. Diff.

Age 71.01 68.43 -2.58
(11.01) (12.67) (0.38)

Female 0.61 0.61 -0.00
(0.49) (0.49) (0.02)

Private insurance 0.05 0.08 0.03
(0.22) (0.27) (0.01)

Uninsured 0.70 0.73 0.03
(0.46) (0.44) (0.01)

Right eye cataract potential 2.72 2.40 -0.32
(1.66) (1.70) (0.05)

Left eye cataract potential 2.76 2.41 -0.36
(1.69) (1.66) (0.05)

Price (MXN) 8903.17 15365.97 6462.80
(2858.84) (5430.41) (149.42)

Observations 1,501 3,053 4,554

Notes: This table shows summary statistics by type of product
offered in each quote. Observations are at the patient-quote level.
Phacoemulsification and SICS (small incision cataract surgery)
refer to the method used by the surgeon. The third column
shows a difference-in-means test. During this period, 1 USD =
19.22 MXN.
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D Additional evidence consistent with learning

This appendix reports additional exercises that show evidence that is consistent with

learning. The first presents two thought experiments in our patient data using variation

in cataract severity. The second asks whether the presence of post-surgery patients

in the clinic waiting room raises take-up among surgery-1 patients who have not yet

decided. The last one presents a companion survey that illustrates the option value

and information updating that we model.

D.1 Thought experiments in the patient data

This section presents additional suggestive evidence of learning in the patient data

via two thought experiments that use variation in cataract severity. The first compares

surgery take-up between patients who share a current bilateral cataract profile but differ

in whether one eye has already been operated on. The second conditions on patients

who all complete surgery 1 and asks whether first-eye severity predicts surgery-2

take-up, conditional on second-eye severity. Both comparisons face confounds that we

discuss.

These exercises use first-eye cataract severity as a proxy for the magnitude of

information revealed by surgery: more severe cataracts produce a larger change in

visual acuity, and therefore a stronger signal. We do not take a position on the sign of

that signal (patients with high expectations may be confirmed or disappointed), but

we argue that severity is positively correlated with the amount patients learn.

Returning patients vs. first-timers. The first exercise compares patients before

surgery 1 who have zero cataracts in the second eye with patients after surgery 1 who

now have zero cataracts in the operated eye. Consider patients Alice and Bob: Alice

has scores of (4, 0) and Bob has (6, 4). After Bob’s surgery 1, his scores become (0, 4),

so Alice’s pre-surgical situation mirrors Bob’s post-surgical one. Strictly speaking,

Alice’s zero reflects a naturally healthy eye while Bob’s reflects a post-surgical one, and

the utility implications of these two states may differ in practice (for instance, due to
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altered binocular perception, neurological adaptation, or residual uncertainty about

surgical quality). Under the null of no learning, however, the surgery decision depends

only on the current cataract profile, so the mechanism by which the other eye reached

zero does not enter the utility calculation, and their take-up rates should be similar.

Before surgery 1 After surgery 1

Alice Bob Bob

First eye score: 4 6 0

Second eye score: 0 4 4

Figure A10 plots the surgery take-up gap between first-time patients (Alices) and

returning patients (Bobs), as a function of the remaining eye’s cataract score. Returning

patients are substantially less likely to undergo surgery, and the gap narrows modestly

as the severity of the remaining eye increases. This pattern is consistent with learning:

returning patients have resolved their uncertainty and some have updated downward.

However, the self-selection into returning confounds the comparison in ways that

make the direction of bias ambiguous. Patients with unfavorable surgery-1 experiences

may be less likely to return, leaving the observed returning group positively selected

on experience; under that scenario, the take-up gap would understate the true learning

effect. Conversely, patients who are intrinsically more cautious may be overrepresented

among those who seek a second consultation regardless of surgery-1 outcomes, which

would generate a take-up gap even without learning. We treat this figure as qualitative

motivation only.

Severity and second take-up. The second exercise partially addresses the prior

concern by conditioning on patients who both undergo surgery 1, holding the second-

eye cataract score fixed. Suppose Alice has a score of 4 and Bob a score of 6 in their

first eye, but both have a score of 3 in the second eye. After surgery 1, their cataract

profiles are identical (assuming no progression in the second eye). If surgery reveals no

information, their surgery-2 take-up rates should be the same, because all observable

determinants of utility are now equal. A systematic difference in take-up by first-eye
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FIGURE A10: Probability of surgery, conditional on one eye having zero cataracts
Note: The figure compares surgery take-up for two groups of patients with one eye scored zero and the other eye scored between 2
and 6. Unshaded bars show first-time patients whose zero-score eye is naturally healthy. Shaded bars show returning patients whose
zero-score eye is the previously operated eye. Within each cataract score on the x-axis, the bars compare patients facing surgery for
the non-zero-score eye. Capped spikes show 95% confidence intervals.

severity, conditional on second-eye severity, would be consistent with learning.

Before surgery 1 After surgery 1

Alice Bob Alice Bob

First eye score: 4 6 0 0

Second eye score: 3 3 3 3

To approximate this experiment in the data, we test for differences in take-up rates

based on the first-eye cataract score by estimating

1 {Surgery 2ik} = ak + βkFirst-eye scorei + γ
′
kxi + eik,

for each patient i and for second-eye cataract scores k ≤ 2, k = 3, and k = 4 (scores

k = 5 and k = 6 are omitted due to small cell sizes; k = 4 itself has only 174 obser-

vations), where 1 {a} is an indicator of the event a, and xi is a vector of controls to

ensure comparable patients, including gender-by-age dummies, and insurance status

indicators as a proxy for income.

66



Table A5 reports the results. Worse first-eye scores are associated with significantly

lower surgery-2 take-up among patients with mild to moderate second-eye cataracts.

Three interpretations are consistent with this pattern. The most difficult to rule out is

threshold selection: patients with higher first-eye severity waited longer before seeking

surgery, suggesting a higher treatment threshold, and if that same threshold also

governs the surgery-2 decision it would generate a negative coefficient on first-eye score

even under full information. A second alternative is that patients with more severe

first-eye cataracts enter surgery with higher expectations and are more likely to be

disappointed by the outcome, independently of any informational mechanism. Under

the learning interpretation, patients with more severe first-eye cataracts experience a

larger informational shock, and some of those updates are negative, reducing take-up.

The negative sign of the coefficients (i.e., higher first-eye severity is associated with

lower take-up) is consistent with all three channels and does not identify learning

separately. All three explanations are empirically indistinguishable here and have

different implications for policy, which is precisely what motivates the structural

model. When the second-eye score is 4, the coefficient is insignificant and flips sign.

With only 174 observations in this cell, we cannot distinguish a true null (severity in

the remaining eye dominating the decision regardless of first-eye experience) from an

underpowered test, so we do not interpret this cell further.

TABLE A5: PROBABILITY OF SECOND SURGERY AS A FUNCTION OF FIRST-EYE SCORE

Second eye cataract score is ≤ 2 3 4

First eye cataract score −0.02∗∗∗ −0.04∗ 0.07
(0.007) (0.022) (0.074)

Observations 1,582 551 174
R2 0.076 0.144 0.296
Mean dependent variable 0.147 0.439 0.471

Notes: Sample restricted to patients who undergo the first
surgery. Robust standard errors in parentheses. Regressions
include fixed effects for age-by-gender, and insurance type
(private and uninsured). ∗∗∗ significant at the 1% level; ∗∗ at
5%; ∗ at 10%.

Take-away. The two thought experiments point in the same direction: surgical

67



experience with the first eye is associated with lower surgery-2 take-up, and the

relationship is concentrated among patients with mild to moderate remaining cataracts.

This is consistent with learning: high-severity first-eye surgeries produce a larger

informational shock, and the net effect on take-up is negative. The same pattern is also

consistent with threshold selection and expectation effects, which are observationally

equivalent here.

D.2 Exposure to post-surgery patients in the waiting room

This exercise captures a social channel—exposure to post-surgery patients in the shared

waiting area—distinct from the within-person learning formalized in the model but

consistent with the same underlying primitive. We do not take a position on what

this exposure conveys. One possibility is reassurance: encountering successfully

treated patients could raise a patient’s expectation of a good outcome. Another is that

patients infer the spread of possible experiences rather than their average—consistent

with the option-value logic the model formalizes, whereby learning that outcomes

vary widely can itself raise the value of finding out through surgery, independent

of whether the average outcome is favorable. Both readings are consistent with the

pattern documented below.

For each patient arriving for a surgery-1 price quote, we compute the share of

patients present at the same clinic, day, and hour who have already completed at least

one cataract surgery. All of our partner’s clinics, including the high-volume central

location, operate a single shared waiting area in which pre-surgery and post-surgery

patients routinely occupy the same space, allowing a patient who has not yet decided

to observe or converse with one who has. Under the null of no learning, this share

should be irrelevant: a patient’s decision depends on their own cataract profile and

idiosyncratic unobservables, not on who else is present at the clinic that hour.

The left panel of Figure A11 plots surgery-1 take-up against binned values of this

share for the pre-surgery patients in the sample. The slope is 0.098 (SE = 0.019): a 10

percentage point increase in the share of post-surgery patients at the same clinic-day-
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hour is associated with an approximately 0.98 percentage point increase in surgery-1

take-up, relative to the baseline take-up rate of 35.6 percent.

slope = 0.098***
(SE = 0.019)
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FIGURE A11: Surgery take-up and clinic-day-hour composition
Note: The figure plots surgery take-up against the share of patients in the same clinic-day-hour cell who had already completed at
least one cataract surgery. The left panel shows patients receiving a surgery-1 price quote; the right panel shows returning patients
receiving a surgery-2 price quote. Each point is a binned mean of take-up, using 10 quantile bins of the clinic-day-hour share variable.
The dashed line and reported slope come from patient-level OLS regressions with standard errors clustered at the clinic-day-hour
level. The samples include 6932 surgery-1 quotes and 695 surgery-2 quotes.

Controlling for gender, age, their interaction, and dummies for the worst-eye

cataract score moves the main coefficient only to 0.103 (SE = 0.019), confirming the

share measure is not proxying for observable patient characteristics. Regressing the

share measure on the same set of controls yields F(9, 3495) = 1(p = 0.44): the within-

clinic-hour composition is not systematically predicted by patient observables. No

individual control reaches the 5 percent significance level, though one severity indicator

for a worst-eye score of five is marginally significant (p = 0.08).

The right panel of Figure A11 provides a falsification motivated by the learning

mechanism. Patients arriving for a surgery-2 price quote have already experienced

surgery 1 and resolved pre-surgery uncertainty through direct experience, making

social exposure to post-surgery patients in the waiting room uninformative. The data

bear out this prediction: the slope for surgery-2 take-up is -0.015 (SE = 0.061).25

Take-away. Whether a patient happens to encounter post-surgery patients in the

25The surgery-2 sample comprises 695 patients, and baseline surgery-2 take-up is approximately 88.6
percent, both of which limit statistical power. This null result is consistent with the learning narrative. The
share variable counts the focal patient in the numerator for returning patients, because they have already
had surgery; excluding the focal patient does not materially change the estimate.

69



waiting room at a given clinic-day-hour is plausibly a matter of chance, unrelated

to that patient’s own cataract profile or unobserved valuation. If this exposure were

irrelevant to the surgery decision, take-up should not vary with it. Instead, surgery-

1 take-up rises with exposure, and the association is absent for returning patients

who have already resolved their own uncertainty through direct experience. That a

relationship appears at all indicates that exposure matters for the decision in some

way, consistent with the learning and option-value framework developed below, even

though this exercise cannot distinguish between the specific channels described above.

The design rules out fixed patient characteristics as the driver but cannot rule out

unobserved demand shocks that co-vary with clinic composition.

D.3 Survey evidence on pre-surgery uncertainty

With the aid of a market research firm, we surveyed 94 individuals diagnosed with

cataracts in at least one eye, of whom 37% (N=35) had undergone at least one surgery.

Several features of the sample limit what can be inferred from these data. First, the

sample is small. Second, the population differs from our main patient data: respondents

were on average ten years younger, had a college-degree rate of 49%, and came from a

higher socioeconomic segment. Third, the group for whom the learning comparison is

most meaningful—those who actually experienced surgery 1 and then faced a decision

about surgery 2—has only 35 members, too few for precise inference. Statistically

significant results in the survey come from the subsample that has not had surgery and

is asked hypothetical questions about expected belief changes; this group’s responses

reflect stated expectations, not actual experience.

To reduce response bias, we randomized question and answer sequences, and the

market research firm offered monetary incentives. The survey covered three dimen-

sions of pre-surgery concern previously identified through a focus group: expected

eyesight improvement, post-operative care burden, and risk of surgical complica-

tions.26

26The original survey questions in Spanish are at survey_questions.docx.
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Figure A12 presents the findings. The left panels show results for respondents

with at least one surgery (N=35); the right panels show hypothetical responses for

those without surgery experience (N=59). Among patients who had surgery, the point

estimates reflect a reduction in strong concern across all three dimensions after surgery

1, but none of these differences are statistically significant at conventional levels. In

the hypothetical group, statistically significant reductions (at the 5% level) appear in

two out of three concerns when focusing on “a lot” worried responses: concerns about

eyesight not improving and about surgical complications. These results suggest that

patients anticipate that surgery will be informative, but the hypothetical framing limits

what can be concluded about actual belief updating.

Direct questions corroborate the directional pattern: among those with surgery

experience, 97% reported anticipating that surgery would provide useful information

for a possible second procedure, and 91% said their concerns diminished after surgery

1. Among respondents without surgery experience, 95% anticipated that surgery 1

would be informative, and 81% expected reduced worry afterward.

Take-away. The survey is best read as corroborating context rather than a stand-

alone test. The direction of responses is consistent with reduced uncertainty after

first-eye surgery, but the small and higher-income sample, the hypothetical framing

for non-surgery respondents, and the absence of statistically significant differences

among patients with actual surgery experience limit what it can establish on its own.

We report it because it is the only evidence in our data that speaks directly to patients’

own account of belief updating.
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FIGURE A12: Survey results on pre-surgery concern
Note: Bars denote the share of respondents for each item; capped spikes are 95% confidence intervals. Left panels: respondents with
at least one cataract surgery (N = 35). Right panels: respondents without surgery experience (N = 59), asked hypothetical questions.
Darker bars: reported concern before surgery 1. Lighter bars: reported concern (or anticipated concern) regarding surgery 2.
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E Bayesian-learning extension: pre-quote visit count

in the variance equation

The baseline estimates σ2
α,i as a free function of patient observables. A natural structural

restriction is that σ2
α,i shrinks deterministically with the number of informational visits

accumulated before the price quote. This appendix imposes that restriction and tests it.

Setup. Patient i enters with a Gaussian prior αi | wi ∼ N (0, σ2
α,0(wi)). Each pre-

quote visit j generates an iid Gaussian signal of αi with variance σ2
s . Because the prior

and signal are Gaussian, the posterior is Gaussian and the inverse variances (precisions)

add:

σ−2
α,i = σ−2

α,0 (wi) + npre
i σ−2

s . (A1)

The variance is deterministic in npre
i ; the posterior mean averages to the prior mean

(zero by normalization), so µα,i = 0 is preserved. The no-learning null is σ−2
s = 0.

Estimation. A first-order Taylor expansion of (A1) in npre
i gives log σ2

α,i ≈ θ′wi +

δ npre
i , with δ ≈ −σ2

α,0/σ2
s ≤ 0 (a local approximation; the sign δ ≤ 0 holds exactly from

the monotone formula, and δ is interpreted as an average slope across patients). We

append npre
i to the log σ2 regressors of Model 4 and re-estimate. The likelihood-ratio

test of δ = 0 is the test of no learning. The extension nests the baseline at δ = 0 and

keeps the closed-form likelihood of the main spec; no quadrature is required.

The variable npre
i is constructed by linking each patient in the estimation sample to

the raw clinic visit log and counting visits dated strictly before the patient’s first price

quote. Across our sample npre
i has mean about 1 and 90th percentile 3; roughly half of

patients arrive at the quote with no prior visit.

Results. Table A6 reports the two-column comparison with 50-replication cluster-

bootstrap standard errors. The coefficient on npre
i in the log σ2 equation is indistin-

guishable from zero, the likelihood-ratio test cannot reject the no-learning null, and

the remaining Model 4 coefficients (price, control function, the existing σ-equation

covariates) are unchanged within their bootstrap standard errors.
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TABLE A6: DEMAND ESTIMATES: BASELINE VS. BAYESIAN-LEARNING EXTENSION

Baseline Extended
DEP VAR: Operatesit (1) (2)

log price −1.83 −1.92
(0.296) (0.723)

log Age 0.06 −0.14
(0.085) (0.168)

Female 0.03 −0.03
(0.043) (0.065)

Min cataract score 0.06 0.10
(0.027) (0.029)

Max cataract score 0.00 0.02
(0.015) (0.023)

Post-surgery cataract score of first-operated eye −0.91 −1.49
(0.117) (0.158)

log pre-quote visits 0.88 1.01
(0.045) (0.117)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40 2.29

(0.346) (0.295)
log Age −0.34 0.29

(0.201) (0.400)
Female −0.29 −0.23

(0.101) (0.152)
Min cataract score −0.07 −0.31

(0.077) (0.078)
Max cataract score 0.15 0.15

(0.039) (0.055)
RE health score 0.11 0.18

(0.048) (0.063)
LE health score 0.11 0.12

(0.033) (0.062)
Pre-quote visits −0.32

(0.037)
cons 3.08 0.42

(1.174) (1.793)

ELASTICITIES
TOTAL -1.96 -2.05
FIRST OPS -1.41 -1.51
SECOND OPS -0.96 -1.10

OTHER CONTROLS YES YES
CONTROLS (σα,i) YES YES
CONTROL FUNCTION YES YES
MPE 0.197 0.189
R2

p 0.512 0.532
FIRST-STAGE IV’S F 28.25 28.25
PATIENTS 3,822 3,822
QUOTES 7,627 7,627

Notes: Bootstrapped standard errors clustered at individual level (200 replications). Min
and max cataract scores are each patient’s across-eye minimum and maximum on a 0–6
scale. Control functions use the 15-day rolling-average of log prices as instrument (Petrin
and Train, 2010). Other controls: constant, sales-agent FE, surgery characteristics, insurance
type. RE/LE health scores count ocular comorbidities (amblyopia, anisometropia, astigma-
tism, myopia, presbyopia, hypermetropia, emmetropia). MPE: mean prediction error. R2

p:
pseudo-R2 (footnote 19). Elasticities are with respect to unconditional demand P(yit = 1),
t = 1, 2. Column (1) is Model 4 (risk-neutral, heterogeneous σα,i); column (2) augments the
log σ2

α,i equation with npre
i , the patient’s pre-quote clinic visits. The no-learning null is a zero

coefficient on npre
i . ∗∗∗ significant at the 1% level; ∗∗ at 5%; ∗ at 10%.
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The bootstrap standard error on δ is 0.037, which gives a minimum detectable effect

at 80% power and the 5% level of 0.104. The estimate is therefore precisely zero rather

than imprecisely zero: any learning effect larger than the minimum detectable effect

(MDE) would be detectable in this sample. We cannot rule out effects smaller than the

MDE.

Sign predictions. The Bayesian channel predicts δ < 0 (informative visits shrink

the prior variance); with δ̂ ≈ 0, the restriction is neither rejected nor informative about

demand.
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F CARA risk aversion in outcome uncertainty

The baseline model assumes risk neutrality over the uncertain surgical outcome αi:

utility is linear in αi, so the variance σ2
α,i affects demand only through the option-value

channel and the probit scaling in equation (5). This section examines whether allowing

for risk aversion over αi changes the structural estimates.

We augment the model with constant absolute risk aversion (CARA). The uncertain

component of surgery utility becomes

v(αi) =
1− e−ρ αi

ρ
, (A2)

where ρ ≥ 0 is the Arrow–Pratt coefficient of absolute risk aversion. At ρ = 0,

v(αi) = αi by L’Hôpital’s rule, nesting the baseline specification. For ρ > 0, v(·)

is concave: positive surprises are dampened and negative surprises are amplified,

reflecting risk aversion. We apply the CARA transformation only to the uncertain

component αi and keep β′xit and ε it linear.

The nonlinearity of v(·) breaks the analytical tractability of the baseline likelihood:

neither si1 nor si2 admits a closed form. The forward-looking patient at t = 1 (see

Section 4.1) evaluates

si1 = Φ
(

Eα[v(αi)] + β
′xi1 + Eα[ÕVi(αi)]

)
, (A3)

where ÕVi(α) is the option value conditional on a draw αi = α (integrating over

ε i2 only, distinct from the full option value OVi in equation (2)): ÕVi(α) =
(
v(α) +

β′xi2
)
Φ
(
v(α) +β′xi2

)
+ φ

(
v(α) +β′xi2

)
, and the expectations are over αi ∼ N (0, σ2

α,i)

(as in Assumption 1). The econometrician’s surgery-2 probability, conditional on

having undergone surgery 1 (consistent with si2 ≡ P(yi2 = 1 | yi1 = 1) in equation (5)),

integrates over the unobserved αi:

si2 = Eα

[
Φ
(
v(αi) + β

′xi2
)]

. (A4)
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Direct Gauss–Hermite (GH) quadrature is inaccurate at the estimated variance

levels. Estimated σ2
α,i is on the order of tens, so the integrand Φ(σα,iz+ c) with c ≡ β′xi2

resembles a step function and low-order GH places no nodes near the sharp rise of Φ.

We use a control-variate approach (subtract a closed-form baseline, integrate only the

smooth residual): compute the baseline (ρ = 0) integrals analytically using the normal

convolution identity Eα[Φ(α + c)] = Φ(c/
√

1 + σ2
α,i), then apply GH quadrature only

to the difference between the CARA and baseline integrands. Specifically,

si2 = Φ

 β′xi2√
1 + σ2

α,i


︸ ︷︷ ︸

exact baseline

+Eα

[
Φ
(
v(αi) + β

′xi2
)
−Φ

(
αi + β

′xi2
)]︸ ︷︷ ︸

CARA correction (GH)

, (A5)

and analogously for si1. The correction integrands v(α)− α and Φ(v(α) + c)−Φ(α+ c)

are O(ρ), C∞, and integrable under the Gaussian density, so 15-point Gauss–Hermite

integrates them to negligible error across our grid ρ ≤ 0.2: for a smooth integrand

the Gauss–Hermite error decays faster than any power of the node count. At ρ = 0

the correction is identically zero, and the likelihood coincides with the baseline by

construction.

ρ is weakly identified given σ2
α,i: for normal αi with mean zero, the mean utility from

the uncertain component is E[v(αi)] = (1− eρ2σ2
α,i/2)/ρ ≈ −ρσ2

α,i/2 to leading order

in ρ, so ρ and σ2
α,i enter it only through their product near risk neutrality, while σ2

α,i is

separately identified through the attenuation and option-value channels. We therefore

report ρ on a grid {0, 0.01, 0.05, 0.1, 0.2}, alongside a column that estimates it jointly.

The grid spans the empirically estimated range of CARA risk aversion. Handel (2013)

27The translation uses the Arrow–Pratt property that rescaling the risky outcome by a factor a rescales
the CARA coefficient by 1/a: if X is the outcome in units u1 and Y = aX in units u2, then ρu2 = ρu1 /a.
In the present model, αi is measured in the same utility units as β′xit. The dollar value of one utility
unit follows from the log-price coefficient: at mean price p̄, ∂U/∂p = βp/ p̄, so one dollar corresponds to
|βp|/ p̄ ≈ 1.23/700 ≈ 0.0018 utility units, implying a = p̄/|βp| ≈ $569 per utility unit. Although prices
in estimation are denominated in pesos, βp is invariant to currency because log pMXN = log pUSD×19.22 =
log pUSD + log(19.22), so the exchange rate shifts only the intercept; expressing p̄ in dollars ($700) is therefore
exact. Writing ρ$ for the dollar-denominated CARA coefficient and applying ρ = ρ$ × a: ρ$ = 5× 10−5 gives
ρ ≈ 0.03, ρ$ = 1.6× 10−4 gives ρ ≈ 0.09, and ρ$ = 4.4× 10−4 gives ρ ≈ 0.25. The conversion is approximate:
αi captures non-monetary outcome quality rather than a monetary payoff, and the log-price specification
implies the marginal utility of price varies with p; the calculation uses mean prices as a local approximation.
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estimates a median CARA of 1.6× 10−4 per dollar; Handel, Hendel and Whinston

(2015) estimates a median of 4.4× 10−4 per dollar; Sydnor (2010) estimates CARA

in the 5× 10−5–10−4 range from home-insurance deductible choices. Because ρ here

applies to the utility-space variable αi rather than a dollar amount, we convert: using

the price coefficient at mean prices, one utility unit corresponds to roughly $569, so the

literature estimates translate to ρ ≈ 0.03–0.25 in the present parameterization, with the

central tendency of the health-insurance literature falling near ρ ≈ 0.09.27 The central

tendency ρ ≈ 0.09 sits in the interior between ρ = 0.05 and ρ = 0.1.

Table A7 reports the results. The risk-aversion proxy is retained in every column,

and CARA adds a structural correction on top of it. The price coefficient is −1.83 at the

baseline, −1.68 at ρ = 0.01, −1.69 at ρ = 0.05, −2.02 at ρ = 0.1, and −2.05 at ρ = 0.2.

Held-out pseudo-R2 (averaged across ten train/test splits) is 0.53 at the baseline and

stays between 0.43 and 0.51 across the CARA grid. The attenuation ranking of surgery-

1 and surgery-2 elasticities (Lemma 1) holds at every ρ: surgery-1 elasticity exceeds

surgery-2 elasticity in absolute value throughout. Estimating ρ jointly yields ρ̂ = 0.024,

indistinguishable from risk neutrality.
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TABLE A7: DEMAND ESTIMATIONS: CARA RISK-AVERSION SENSITIVITY

ρ = 0 ρ = 0.01 ρ = 0.05 ρ = 0.1 ρ = 0.2 Joint ρ ≥ 0
DEP VAR: Operatesit (1) (2) (3) (4) (5) (6)

log price −1.83 −1.68 −1.70 −2.02 −2.05 −1.70
(0.296) (0.790) (0.403) (0.594) (0.581) (0.742)

log Age 0.06 −0.12 −0.08 −0.04 −0.00 −0.13
(0.085) (0.127) (0.054) (0.083) (0.090) (0.153)

Female 0.03 −0.07 −0.09 −0.07 −0.03 −0.09
(0.043) (0.049) (0.024) (0.036) (0.046) (0.065)

Min cataract score 0.06 0.05 0.03 0.00 −0.01 0.06
(0.027) (0.021) (0.009) (0.014) (0.020) (0.070)

Max cataract score 0.00 0.03 0.05 0.05 0.05 0.04
(0.015) (0.019) (0.009) (0.014) (0.023) (0.048)

Post-surgery cataract score of first-operated eye −0.91 −1.35 −0.85 −1.18 −0.87 −1.21
(0.117) (0.123) (0.079) (0.101) (0.091) (0.375)

log pre-quote visits 0.88 0.96 0.87 0.89 0.87 0.92
(0.045) (0.100) (0.056) (0.101) (0.111) (0.113)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40 2.66 3.42 2.61 1.17 2.91

(0.346) (0.280) (0.177) (0.113) (0.137) (6.528)
log Age −0.34 0.16 0.32 0.28 0.31 0.26

(0.201) (0.354) (0.228) (0.164) (0.212) (0.789)
Female −0.29 −0.15 0.09 0.10 0.12 −0.11

(0.101) (0.168) (0.133) (0.073) (0.101) (0.274)
Min cataract score −0.07 −0.18 −0.20 −0.18 −0.15 −0.32

(0.077) (0.088) (0.049) (0.030) (0.034) (0.232)
Max cataract score 0.15 0.20 0.03 0.04 0.02 0.17

(0.039) (0.071) (0.067) (0.030) (0.049) (0.167)
RE health score 0.11 0.22 0.18 0.17 0.04 0.21

(0.048) (0.086) (0.056) (0.038) (0.038) (0.181)
LE health score 0.11 0.16 0.02 −0.01 −0.05 0.18

(0.033) (0.091) (0.063) (0.043) (0.041) (0.148)
cons 3.14 −0.21 −0.91 −0.55 −0.07 −0.48

(1.174) (1.552) (0.945) (0.671) (0.901) (3.365)

RISK AVERSION ρ 0 0.01 0.05 0.1 0.2 0.024
(0.034)

ELASTICITIES
TOTAL −1.96 −1.77 −1.85 −2.25 −2.28 −1.82
FIRST OPS −1.41 −1.30 −1.32 −1.60 −1.55 −1.33
SECOND OPS −0.96 −1.05 −1.19 −1.50 −1.46 −1.09

OTHER CONTROLS YES YES YES YES YES YES
CONTROLS (σα,i) YES YES YES YES YES YES
CONTROL FUNCTION YES YES YES YES YES YES

MPE, full sample 0.197 0.191 0.201 0.209 0.215 0.193
R2

p, full sample 0.512 0.527 0.504 0.484 0.469 0.523
MPE, held-out (mean) 0.191 0.200 0.205 0.218 0.231 0.202
R2

p, held-out (mean) 0.531 0.508 0.495 0.463 0.432 0.503
FIRST-STAGE IV’S F 28.2 28.2 28.2 28.2 28.2 28.2
PATIENTS 3822 3822 3822 3822 3822 3822
QUOTES 7627 7627 7627 7627 7627 7627

Notes: Bootstrapped standard errors clustered at the patient level (200 replications) in parentheses. The fixed-ρ columns impose
CARA risk aversion v(α) = (1− e−ρα)/ρ at the stated ρ; the joint column estimates ρ jointly with all other parameters by maximum
likelihood with the ρ ≥ 0 restriction. Min and max cataract scores are each patient’s across-eye minimum and maximum on a 0–6
scale. Control functions use the 15-day rolling-average of log prices as instrument (Petrin and Train, 2010). Other controls: constant,
sales-agent FE, surgery characteristics, insurance type. RE/LE health scores count ocular comorbidities (amblyopia, anisometropia,
astigmatism, myopia, presbyopia, hypermetropia, emmetropia). MPE: mean prediction error. R2

p: pseudo-R2 (footnote 19). Elasticities
are with respect to unconditional demand P(yit = 1), t = 1, 2, and are computed under the estimated CARA utility (the option value
carries the v(α) correction); at ρ = 0 this coincides with the risk-neutral elasticity of the baseline model. Held-out rows report the mean
MPE and pseudo-R2 across ten random patient-level 50/50 train/test splits; each model is re-fit on the training half and evaluated on
the held-out half. CARA integrals use 15-node control-variate Gauss–Hermite quadrature.
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G First-eye post-surgical residual cataract score

The post-surgical first-eye score entering xi2 is the residual cataract score observed on

the first operated eye after surgery, on the same 0–6 scale used for pre-surgical severity.

A residual score of zero indicates that the cataract was fully corrected. Table A8 reports

its empirical distribution across the patients who underwent surgery 1 across different

visits post-surgery. The first column reports the score at the earliest post-surgical visit

for the full sample, imputing values for the 200 patients who never returned after

surgery from the empirical distribution of scores among patients who did return. The

second column restricts to the subset of patients actually observed at that first visit,

with no imputation. The third and fourth columns repeat this exercise at the second

and third post-surgical visit, conditioning on patients who returned at least twice and

at least three times, respectively.

The share of patients with a fully corrected cataract rises from 70% at the first

observed visit to 76% by the third, consistent with a portion of the apparent under-

correction reflecting the timing of follow-up rather than a shortfall of the surgery itself:

patients without a score of zero at their first visit are, to the extent that they return,

likely to achieve it on a subsequent one. This pattern invites some caution, since return

timing is not randomly assigned and patients who come back more often may differ

systematically from those who do not, but the monotonic increase across columns is at

least partly consistent with correction continuing to occur between surgery 1 and the

patient’s eventual decision on the second.
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TABLE A8: FIRST-EYE POST-SURGICAL CATARACT SCORE, BY VISIT

All patients Returned ≥ 1 Returned ≥ 2 Returned ≥ 3
Residual cataract score Visit 1 Visit 1 Visit 2 Visit 3

0 (fully corrected) 1745 1592 1609 1483
1 75 68 109 114
2 245 231 176 128
3 280 261 183 124
4 68 66 68 51
5 49 46 52 39
6 24 22 19 16

Number of patients 2486 2286 2216 1955
Share fully corrected 70.2 69.6 72.6 75.9
Share not fully corrected 29.8 30.4 27.4 24.1

Notes: Sample is patients who underwent the first-eye surgery. The first operated eye is, by
convention, the eye with the worst pre-surgery cataract score (ties broken toward the right
eye). Column 1 reports the score at the earliest post-surgical visit, imputing scores for the
200 patients who never returned after surgery by drawing from the empirical distribution
of observed first-eye post-surgical scores. Columns 2-4 report the score at the first, second,
and third post-surgical visit actually observed for each patient, with no imputation; multiple
clinic interactions on the same calendar date are treated as a single visit. Denominators
shrink across columns 2-4 to the number of patients observed at that visit rank.
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H Model tree and demand derivations

The tree below represents the timing and information structure of the model in Sec-

tion 4 graphically. Shock distributions are as specified in Assumption 1; all remaining

notation follows Section 4.

nature

ε i1 ∼ N (0, 1)

i

y i1
=

0 y
i1 =

1

0
nature
ε i2 ∼ N (0, 1)

αi ∼ N (0, σ2
α,i)

i

y i2
=

0 y
i2 =

1

ui1 =

αi + β
′xi1

+ εi1

ui1 + ui2 =

2αi + β
′(xi1 + xi2)

+ εi1 + εi2

Under normality (assumption 1), and writing the prior mean as µα,i (set to zero in
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the body by the normalization), we can simplify,

E [ui2|ui2 > 0]

= β′xi2 + µα,i +
√

1 + σ2
α,iE

αi + ε i2 − µα,i√
1 + σ2

α,i

∣∣∣∣∣αi + ε i2 − µα,i√
1 + σ2

α,i

> −β
′xi2 + µα,i√

1 + σ2
α,i

 ,

= β′xi2 + µα,i +
√

1 + σ2
α,iλ

β′xi2 + µα,i√
1 + σ2

α,i

 , (A6)

where the expectation is over the prior distribution of (αi, ε i2). Also,

P [ui2 > 0] = P
[
αi + ε i2 + β

′xi2 > 0
]

= Φ

β′xi2 + µα,i√
1 + σ2

α,i

 .

Then, writing OVi ≡ E[max{ui2, 0}] for the option value,

Eαi [ui1 + OVi]

= µα,i + β
′xi1 + ε i1

+

β′xi2 + µα,i +
√

1 + σ2
α,iλ

β′xi2 + µα,i√
1 + σ2

α,i

Φ

β′xi2 + µα,i√
1 + σ2

α,i

 ,

and,

P [yi1 = 1]

= P [Eαi [ui1 + OVi] > 0]

= Φ

µα,i + β
′xi1 +

β′xi2 + µα,i +
√

1 + σ2
α,iλ

β′xi2 + µα,i√
1 + σ2

α,i

Φ

β′xi2 + µα,i√
1 + σ2

α,i

 .
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Also, once αi is known to the consumer, the unconditional demand for surgery 2 is

P [yi2 = 1] = P [yi2 = 1, yi1 = 1] + P [yi2 = 1, yi1 = 0] ,

= P [yi2 = 1|yi1 = 1] P [yi1 = 1] + 0,

and, because {yi1 = 1} depends only on ε i1 and the prior mean of αi, it is independent

of (αi, ε i2), so

P [yi2 = 1|yi1 = 1] = P [ui2 > 0] = Φ

µα,i + β
′xi2√

1 + σ2
α,i


The probability mass function of both operations (yi1, yi2) is

P
[
yi1 = y, yi2 = y′

]
= P

[
yi2 = y′|yi1 = y

]
P [yi1 = y] ,

where y, y′ = 0 or 1.

Then, for each i the likelihood of observing (yi1, yi2) is

P [yi1 = 0, yi2 = 1] = P [yi2 = 1|yi1 = 0] P [yi1 = 0] = 0

P [yi1 = 0, yi2 = 0] = P [yi2 = 0|yi1 = 0] P [yi1 = 0] = 1− si1

P [yi1 = 1, yi2 = 0] = P [yi2 = 0|yi1 = 1] P [yi1 = 1] = si1(1− si2)

P [yi1 = 1, yi2 = 1] = P [yi2 = 1|yi1 = 1] P [yi1 = 1] = si1si2.

Or, equivalently,

syi1
i1 (1− si1)

1−yi1
[
syi2

i2 (1− si2)
1−yi2

]yi1
.

Finally, because the expected demand of consumer i is Di = si1 + si1si2, we report

three price elasticities: the own-price elasticity of each surgery, and the elasticity of total

demand to a proportional change in both prices, which is the lever the firm controls
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when it sets a price level,

εi1 ≡
∂si1

∂pi1

pi1

si1
, εi2 ≡

∂si1si2

∂pi2

pi2

si1si2
, εtot

i ≡
∂Di

∂pi1

pi1

Di
+

∂Di

∂pi2

pi2

Di
.

The first two hold the other price fixed; εtot
i moves both prices together and so sums

the two demand responses.

Lemma 3 (Demand-elasticity decomposition). ∂Di
∂pi1

pi1
Di

= εi1, εi2 = ∂si2
∂pi2

pi2
si2

+ εi1si2, and εtot
i =

εi1 +
∂Di
∂pi2

pi2
Di

.

Proof. First,
∂Di

∂pi1

pi1

Di
=

∂si1

∂pi1

pi1

si1
+

pi1

1 + si2

∂si2

∂pi1
.

Because ∂si2
∂pi1

= 0, we get ∂Di
∂pi1

pi1
Di

= εi1.

Second, the option value is the conditional expectation derived above times the

take-up probability si2:

OVi =

β′xi2 + µα,i +
√

1 + σ2
α,iλ

β′xi2 + µα,i√
1 + σ2

α,i

 si2

= (β′xi2 + µα,i)si2 +
√

1 + σ2
α,iφ

β′xi2 + µα,i√
1 + σ2

α,i

 ,

which we differentiate with respect to pi2, recalling that β′xi2 contains βp log pi2, so

∂(β′xi2)/∂pi2 = βp/pi2:

∂OVi

∂pi2
=

βp

pi2

si2 +
β′xi2 + µα,i√

1 + σ2
α,i

φ

β′xi2 + µα,i√
1 + σ2

α,i

+ φ′

β′xi2 + µα,i√
1 + σ2

α,i

 ,

where βp is the price coefficient. The last two terms in brackets cancel (using φ′(z) =

−zφ(z)), leaving ∂OVi
∂pi2

= βpsi2/pi2. Finally, ∂si1
∂pi1

= βpφ(·)/pi1, where this last φ is

evaluated at Eαi [ui1 + OVi]. Therefore,

∂si1

∂pi2

pi2

si1
= φ(·)∂OVi

∂pi2

pi2

si1
= φ(·)

βpsi2

pi2

pi2

si1
= φ(·)

βpsi2

si1
= εi1si2.
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Finally, by the product rule for elasticities, εi2 ≡ ∂si1si2
∂pi2

pi2
si1si2

= ∂si1
∂pi2

pi2
si1

+ ∂si2
∂pi2

pi2
si2

= εi1si2 +

∂si2
∂pi2

pi2
si2

, which is the claim.

Proof of Lemma 2. Write a = β′xi2 and V =
√

1 + σ2
α,i, so OVi = a Φ(a/V) + V φ(a/V)

(eq. (3) with µα,i = 0). Positivity is immediate: OVi = E[max{ui2, 0}] for the non-

degenerate normal ui2 ∼ N (a, V2), so OVi > 0. Differentiating, ∂OVi/∂V = φ(a/V)

(the a-terms cancel via φ′(z) = −zφ(z)), and ∂V/∂σα,i = σα,i/V, hence ∂OVi/∂σα,i =

φ(a/V) σα,i/V > 0 for σα,i > 0. Thus OVi is strictly increasing in σα,i. Revealing

αi = 0 replaces the stage-2 continuation value with OVi evaluated at σα,i = 0, namely

a Φ(a) + φ(a) ≤ OVi (Jensen, as Eεi2 [max{α + a + ε i2, 0}] is convex in α), which lowers

the participation value and can reduce consumer surplus.
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I Random effects robustness check

The baseline imposes µα,i = 0 (Section 4.3). If instead there is residual patient-level

heterogeneity in mean utility that is uncorrelated with observables and not captured

by the σα,i parametrization, our estimates could be biased.

Table A9 examines this possibility by augmenting Model 4 with a patient-specific

random intercept µi ∼ N(0, σ2
µ), which enters additively in both equations (4) and (5)

and is integrated out of the likelihood by deterministic 7-node Gauss–Hermite quadra-

ture. This partially relaxes the zero-mean restriction in Assumption 1: rather than

imposing µα,i = 0, we allow an unobserved patient-specific component drawn from

a normal distribution with variance σ2
µ. We hold the demand parameters at their pre-

ferred (no-random-effect) values and estimate σµ alone, so the random-effect columns

isolate the variance of the residual heterogeneity; the no-random-effect columns repro-

duce the main estimates with 50 bootstrap replications clustered by patient.

Formally, the augmented likelihood for patient i integrates over the unobserved µi:

Li =
∫ ∞

−∞
∏
t∈Ti

P
(
yit | xit, µi

)
· 1

σµ
φ

(
µi

σµ

)
dµi, (A7)

where the conditional probabilities are equations (4)–(5) with µα,i replaced by µi:

P(yi1 = 1 | µi) = Φ
[
µi + β

′xi1 + OVi(µi)
]

, (A8)

P(yi2 = 1 | yi1 = 1, µi) = Φ

µi + β
′xi2√

1 + σ2
α,i

 , (A9)

and the option value is

OVi(µi) ≡ (µi + β
′xi2)Φ

µi + β
′xi2√

1 + σ2
α,i

+
√

1 + σ2
α,i φ

µi + β
′xi2√

1 + σ2
α,i

 .

The integral in (A7) is approximated by Q-node Gauss–Hermite quadrature. With
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nodes ξq and weights wq, the change of variable µi =
√

2 σµ ξq gives

L̂i =
1√
π

Q

∑
q=1

wq ∏
t∈Ti

P
(
yit | xit,

√
2 σµ ξq

)
, (A10)

with Q = 7 nodes. The log-likelihood is ` = ∑i ln L̂i; holding the demand parameters

at their preferred values, σµ is estimated by maximizing ` over ln σµ, with its standard

error from the observed information.

Because the demand parameters are held fixed, the structural estimates and elastic-

ities are unchanged by construction; the exercise measures only how much residual

patient-level heterogeneity the model leaves. The estimated standard deviation is

σ̂µ = 0.00 in Model 4, with a 95% profile-likelihood interval (the σµ values a likelihood-

ratio test does not reject) of [0.00, 0.09], including zero.

Table A9 also reports a joint specification that estimates σµ together with the demand

parameters rather than holding the latter fixed. There σµ collapses to zero and is not

separately identified from the demand parameters.
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TABLE A9: DEMAND ESTIMATES: MODEL 4 WITH AND WITHOUT RANDOM EFFECTS

Model 4

DEP VAR: Operatesit No RE RE RE
(anchored) (joint)

log price −1.83 −1.83 −2.00
(0.296) (0.296) (0.704)

log Age 0.06 0.06 0.24
(0.085) (0.085) (0.280)

Female 0.03 0.03 −0.17
(0.043) (0.043) (0.146)

Min cataract score 0.06 0.06 0.32
(0.027) (0.027) (0.049)

Max cataract score 0.00 0.00 0.03
(0.015) (0.015) (0.037)

Post-surgery cataract score of first-operated eye −0.91 −0.91 0.48
(0.117) (0.117) (0.083)

log pre-quote visits 0.88 0.88 0.91
(0.045) (0.045) (0.122)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40 1.40 0.38

(0.346) (0.346) (0.074)
log Age −0.34 −0.34 −0.21

(0.201) (0.201) (0.202)
Female −0.29 −0.29 0.05

(0.101) (0.101) (0.134)
Min cataract score −0.07 −0.07 −0.34

(0.077) (0.077) (0.033)
Max cataract score 0.15 0.15 0.02

(0.039) (0.039) (0.032)
RE health score 0.11 0.11 0.02

(0.048) (0.048) (0.020)
LE health score 0.11 0.11 0.03

(0.033) (0.033) (0.022)
Constant 3.08 3.08 5.14

(1.174) (1.174) (0.903)

RANDOM EFFECT
σ̂µ 0.00 0.00

(0.000) (0.000)

ELASTICITIES
TOTAL −1.965 −1.965 −2.053
FIRST OPS −1.408 −1.408 −1.456
SECOND OPS −0.964 −0.964 −0.773

OTHER CONTROLS YES YES YES
CONTROLS (σα,i) YES YES YES
CONTROL FUNCTION YES YES YES

MPE, full sample 0.20 0.20 0.16
R2

p, full sample 0.50 0.50 0.59
MPE, held-out (mean) 0.20 0.20 0.17
R2

p, held-out (mean) 0.51 0.50 0.57
FIRST-STAGE IV’S F 28.25 28.25 28.25
PATIENTS 3,822 3,822 3,822
QUOTES 7,627 7,627 7,627

Notes: Bootstrapped standard errors clustered at individual level (200 replications) in parentheses;
the anchored-RE columns hold demand at the no-RE estimates, so their demand standard errors are
the no-RE bootstrap errors. Min and max cataract scores are each patient’s across-eye minimum and
maximum on a 0–6 scale. Control functions use the 15-day rolling-average of log prices as instrument
(Petrin and Train, 2010). Other controls: constant, sales-agent FE, surgery characteristics, insurance
type. RE/LE health scores count ocular comorbidities (amblyopia, anisometropia, astigmatism, my-
opia, presbyopia, hypermetropia, emmetropia). MPE: mean prediction error. R2

p: pseudo-R2 (footnote
19). Elasticities are with respect to unconditional demand P(yit = 1), t = 1, 2; in the RE columns
they integrate the choice probability over the patient random intercept at the estimated σµ. Both RE
columns augment the preferred model with a patient-level random intercept µi ∼ N(0, σ2

µ), integrated
by deterministic 7-node Gauss–Hermite quadrature. The anchored column holds the demand parame-
ters at the no-RE estimates and estimates σµ alone; the joint column estimates the demand parameters,
the σα,i equation, and σµ freely. ∗∗∗ significant at the 1% level; ∗∗ at 5%; ∗ at 10%.
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J Price endogeneity and control function

To deal with endogenous prices, we use a control function (Petrin and Train, 2010),

which adds the first-stage price residual to the demand equation to absorb price

endogeneity. We assume:

Assumption 2. Shocks can be decomposed as ε− ε0 = γν + ε̃, where prices p ⊥ ε̃, the

components satisfy ν ⊥ ε̃, and ν is correlated with prices, with V [ν] = 1.

Then,

V [ε− ε0] = 1 = γ2 + V [ε̃]⇒ V [ε̃] = 1− γ2.

Define

σ̃ε ≡
√

1− γ2.

Therefore, by decomposing ε− ε0 in the preceding derivations, we have

P [yi2 = 1] = P
[
αi + β

′xi2 + γνi2 + ε̃ i2 > 0|yi1 = 1
]

= Φ

β′xi2 + γνi2√
σ2

ε̃ + σ2
α,i



= Φ

β′xi2 + γνi2

σ̃ε

√
1 +

σ2
α,i

σ2
ε̃

 ,

and

E [ui2|ui2 > 0]

= β′xi2 + γνi2 + E
[
αi + ε̃ i2|αi + β

′xi2 + γνi2 + ε̃ i2 > 0
]

= β′xi2 + γνi2 + σ̃ε

√
1 +

σ2
α,i

σ2
ε̃

λ

β′xi2 + γνi2

σ̃ε

√
1 +

σ2
α,i

σ2
ε̃

 .

where λ is the inverse Mills ratio: λ(z) ≡ φ(z)/Φ(z).
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Then,

P [yi1 = 1] = P
[
Eαi

[
ui1 + E [ui2|ui2 > 0] P [yi2 = 1]

]
> 0

]
= P

[
β′xi1 + γνi1 + ε̃ i1 + E [ui2|ui2 > 0] P [yi2 = 1] > 0

]
,

= Φ
[
β′xi1 + γνi1 + E [ui2|ui2 > 0] P [yi2 = 1]

σ̃ε

]
.

Therefore, every parameter of the model is rescaled by 1/σ̃ε, which needs to be

accounted for to report the parameters in the original scale. From an estimate of (̂ γ
σ̃ε
),

we can back out

γ̂ =
(̂ γ

σ̃ε
)√

1 + (̂ γ
σ̃ε
)

2
⇒ σ̂̃ε =

√√√√ 1

1 + (̂ γ
σ̃ε
)

2 .
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K Alternative price instruments

We re-estimate the preferred specification (Model 4 of Table 2) using two alternatives

to the baseline 15-day instrument: the agent’s 30-day and 7-day rolling averages of log

prices offered to other patients. The price coefficient and elasticities are broadly similar

to the baseline.
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TABLE A10: ROBUSTNESS: ALTERNATIVE INSTRUMENTS FOR LOG PRICE

(1) (2) (3)
MAIN 30-DAY AVG 7-DAY AVG

IV WINDOW: 15-day 30-day 7-day

log price −1.83 −1.84 −1.84
(0.296) (0.903) (1.031)

log Age 0.06 0.06 0.04
(0.085) (0.125) (0.104)

Female 0.03 0.03 0.01
(0.043) (0.070) (0.055)

Min cataract score 0.06 0.05 0.10
(0.027) (0.038) (0.031)

Max cataract score 0.00 0.00 0.03
(0.015) (0.033) (0.022)

Post-surgery cataract score of first-operated eye −0.91 −0.94 −1.00
(0.117) (0.194) (0.173)

log pre-quote visits 0.88 0.95 1.11
(0.045) (0.097) (0.136)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40 1.39 1.39

(0.346) (0.393) (0.314)
log Age −0.34 −0.31 −0.34

(0.201) (0.299) (0.259)
Female −0.29 −0.29 −0.29

(0.101) (0.159) (0.155)
Min cataract score −0.07 −0.07 −0.13

(0.077) (0.097) (0.084)
Max cataract score 0.15 0.16 0.12

(0.039) (0.066) (0.055)
RE health score 0.11 0.12 0.17

(0.048) (0.069) (0.074)
LE health score 0.11 0.12 0.15

(0.033) (0.069) (0.073)
Constant 3.08 3.08 3.07

(1.174) (1.390) (1.178)

ELASTICITIES
TOTAL -1.965 -1.884 -1.922
FIRST OPS -1.408 -1.351 -1.397
SECOND OPS -0.964 -0.900 -0.955

OTHER CONTROLS YES YES YES
CONTROLS (σα,i) YES YES YES
CONTROL FUNCTION YES YES YES

MPE 0.197 0.183 0.177
R2

p 0.512 0.547 0.561
FIRST-STAGE IV’S F 28.25 20.05 18.87
PATIENTS 3,822 3,822 3,687
QUOTES 7,627 7,627 7,261

Notes: Bootstrapped standard errors clustered at individual level (200 replications). Min and max cataract
scores are each patient’s across-eye minimum and maximum on a 0–6 scale. Control functions use the
rolling-average of log prices as instrument (Petrin and Train, 2010). Other controls: constant, sales-agent
FE, surgery characteristics, insurance type. RE/LE health scores count ocular comorbidities (amblyopia,
anisometropia, astigmatism, myopia, presbyopia, hypermetropia, emmetropia). MPE: mean prediction
error. R2

p: pseudo-R2 (footnote 19). Elasticities are with respect to unconditional demand P(yit = 1),
t = 1, 2. The 7-day instrument (column 3) is the sales agent’s average log price over the prior 7 days; a
few patients whose agent quoted no one else within that narrow window lack a 7-day instrument and drop
from that column, whereas the wider 15- and 30-day windows retain them. ∗∗∗ significant at the 1% level;
∗∗ at 5%; ∗ at 10%.
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L Borough dummies in place of insurance type

To check whether the income-effects channel is captured by insurance type or by

location, we re-estimate the preferred specification with dummies for the 16 Mexico

City boroughs (alcaldías) plus an indicator for patients living outside the city, replacing

the insurance dummies in both the take-up and σα,i equations. Table A11 reports the

results. The estimated price elasticities and key controls are quantitatively similar to

the baseline.
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TABLE A11: ROBUSTNESS: BOROUGH DUMMIES VS. INSURANCE DUMMIES

DEP VAR: Operatesit Main spec Borough spec
(insurance) (alcaldía)

log price −1.83 −1.83
(0.296) (0.278)

log Age 0.06 0.06
(0.085) (0.075)

Female 0.03 0.04
(0.043) (0.036)

Min cataract score 0.06 0.07
(0.027) (0.018)

Max cataract score 0.00 0.00
(0.015) (0.014)

Post-surgery cataract score of first-operated eye −0.91 −0.97
(0.117) (0.107)

log pre-quote visits 0.88 0.89
(0.045) (0.070)

Private insurance 0.25
(0.092)

Uninsured 0.14
(0.047)

Borough (alcaldía) dummies NO YES

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40 1.41

(0.346) (0.248)
log Age −0.34 −0.33

(0.201) (0.182)
Female −0.29 −0.25

(0.101) (0.084)
Min cataract score −0.07 −0.06

(0.077) (0.065)
Max cataract score 0.15 0.16

(0.039) (0.023)
RE health score 0.11 0.12

(0.048) (0.032)
LE health score 0.11 0.12

(0.033) (0.031)
cons 3.08 3.11

(1.174) (0.975)

ELASTICITIES
TOTAL -1.96 -1.85
FIRST OPS -1.41 -1.32
SECOND OPS -0.96 -0.88

OTHER CONTROLS YES YES
CONTROLS (σα,i) YES YES
CONTROL FUNCTION YES YES
MPE 0.20 0.19
R2

p 0.51 0.54
FIRST-STAGE IV’S F 28.25 24.03
PATIENTS 3,822 3,822
QUOTES 7,627 7,627

Notes: Bootstrapped standard errors clustered at individual level (200 replications). Min and max
cataract scores are each patient’s across-eye minimum and maximum on a 0–6 scale. Control func-
tions use the 15-day rolling-average of log prices as instrument (Petrin and Train, 2010). Other con-
trols: constant, sales-agent FE, surgery characteristics, and (in column 1) insurance type. RE/LE
health scores count ocular comorbidities (amblyopia, anisometropia, astigmatism, myopia, pres-
byopia, hypermetropia, emmetropia). MPE: mean prediction error. R2

p: pseudo-R2 (footnote 19).
Elasticities are with respect to unconditional demand P(yit = 1), t = 1, 2. Column (2) replaces
the insurance dummies with 17 borough indicators (16 Mexico City boroughs plus an out-of-city
dummy; omitted: patients with missing zip code, less than 2% of the sample). ∗∗∗ significant at the
1% level; ∗∗ at 5%; ∗ at 10%.
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M Heckman-corrected second-eye price imputation

Our main specification imputes second-eye log prices for non-returning patients from

observables, using a LASSO predictor (Section A); this controls for selection into a

second-eye quote on observable patient and clinical characteristics. As a robustness

check, we re-impute these prices with a Heckman two-step model that additionally

allows selection to operate on unobservables—for instance, dissatisfaction with surgery

1 not captured by the controls.

The selection equation is a probit for whether the patient returned for a genuine

second-eye quote, on price-relevant patient and clinical observables; the outcome

equation models log price on the same observables plus the inverse-Mills ratio. Log

age, gender, and the log of pre-quote visits enter the selection equation as excluded

instruments. We re-impute second-eye log prices for the non-returning patients from

the Heckman model, replacing the LASSO imputation, and re-estimate Model 4 by

bootstrap.

Table A12 reports the two specifications side by side. The inverse-Mills ratio λ̂ is

statistically indistinguishable from zero, indicating no detectable selection on unob-

servables in the second-eye price equation; the LASSO imputation is therefore not

compromised by this channel. The demand conclusions are preserved: the price coeffi-

cient remains negative and statistically significant, the σα,i parameters are quantitatively

similar, and surgery-1 demand remains more elastic than surgery-2. The elasticity

magnitudes are somewhat larger under the Heckman imputation, which adds noise

relative to the LASSO predictions (the first-stage F-statistic falls from 28.25 to 4.23).
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TABLE A12: ROBUSTNESS: HECKMAN-IMPUTED VS. LASSO-IMPUTED SECOND-EYE
PRICES

(1) (2)
DEP VAR: Operatesit LASSO impute Heckman impute

log price −1.83 −2.84
(0.296) (1.300)

log Age 0.06 −0.13
(0.085) (0.133)

Female 0.03 −0.07
(0.043) (0.054)

Min cataract score 0.06 0.08
(0.027) (0.034)

Max cataract score 0.00 −0.01
(0.015) (0.024)

Post-surgery cataract score of first-operated eye −0.91 −0.84
(0.117) (0.336)

log pre-quote visits 0.88 0.66
(0.045) (0.282)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 1.40 1.04

(0.346) (0.515)
log Age −0.34 0.19

(0.201) (0.313)
Female −0.29 −0.01

(0.101) (0.160)
Min cataract score −0.07 −0.09

(0.077) (0.101)
Max cataract score 0.15 0.18

(0.039) (0.065)
RE health score 0.11 0.06

(0.048) (0.083)
LE health score 0.11 0.04

(0.033) (0.081)
cons 3.08 0.97

(1.174) (1.622)

ELASTICITIES
TOTAL -1.965 -3.059
FIRST OPS -1.408 -2.168
SECOND OPS -0.964 -1.420

OTHER CONTROLS YES YES
CONTROLS (σα,i) YES YES
CONTROL FUNCTION YES YES

MPE 0.197 0.219
R2

p 0.512 0.458
FIRST-STAGE IV’S F 28.25 4.23
PATIENTS 3,822 3,822
QUOTES 7,627 7,627

HECKMAN λ̂ (inv. Mills) — −0.03
(0.018)

Notes: Bootstrapped standard errors clustered at individual level (200 replications). Min and max cataract
scores are each patient’s across-eye minimum and maximum on a 0–6 scale. Control functions use the
15-day rolling-average of log prices as instrument (Petrin and Train, 2010). Other controls: constant, sales-
agent FE, surgery characteristics, insurance type. RE/LE health scores count ocular comorbidities (ambly-
opia, anisometropia, astigmatism, myopia, presbyopia, hypermetropia, emmetropia). MPE: mean predic-
tion error. R2

p: pseudo-R2 (footnote 19). Elasticities are with respect to unconditional demand P(yit = 1),
t = 1, 2. Column (1) is the main LASSO-imputed specification (Model 4, Table 2). Column (2) replaces the
LASSO imputation with Heckman two-step imputed prices. ∗∗∗ significant at the 1% level; ∗∗ at 5%; ∗ at
10%.
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N Supplementary figures for results and counter-

factuals

Figure A13 plots the distribution of the estimated outcome-uncertainty parameter σ̂α,i

from the preferred specification. Figure A14 plots the distribution of estimated ex post

consumer surplus, in USD, from the same specification.

Figure A15 shows take-up and consumer-surplus changes under the symmetric

revenue-neutral price counterfactual, in which pi1 and pi2 change by the same percent-

age. Figure A16 shows the resulting take-up changes broken down by surgery, for both

the symmetric and asymmetric schedules.
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FIGURE A13: Distribution of σ̂α,i
Note: The histogram shows the distribution of σ̂α,i , the estimated patient-specific standard deviation of the surgical outcome uncer-
tainty shock αi , recovered from the preferred specification (Column 4 of Table 2). The distribution is winsorized at the 1st and 99th
percentiles for display.

98



0

.001

.002

.003

-500 0 500 1000 1500

Estimated consumer surplus, USD

Density

FIGURE A14: Distribution of estimated ex post consumer surplus
Note: The histogram shows the distribution of estimated ex post consumer surplus (equation (6)), computed from the preferred
specification (column 4 of Table 2), averaged over 500 simulated draws of the demand shocks, and expressed in US dollars (1 USD =
19.22 MXN). The distribution is winsorized at the 1st and 99th percentiles for display.
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FIGURE A15: Symmetric, revenue-neutral change in pricing policy (benchmark)

Note: These figures show results from the symmetric revenue-neutral price counterfactual, in which pi1 decreases by τ% and pi2
increases by τ%. The left panel shows the change in total surgery take-up in percentage points relative to the status quo, as a function
of the percentage discount on pi1. The right panel shows the change in average consumer surplus in USD relative to the status quo.
Lighter lines are 95% confidence intervals across patients on the per-patient changes.
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FIGURE A16: Demand changes by surgery, revenue-neutral change in pricing policy

Note: These figures show the breakdown of take-up changes by surgery type under the revenue-neutral price counterfactual, in
percentage points relative to the status quo. The left panel shows results for the symmetric case (pi1 decreases by τ%, pi2 increases by
τ%). The right panel shows results for the asymmetric case (pi1 decreases by τ%, pi2 increases by 2τ%).
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O Model fit in a hold-out sample

We estimate each specification on a random 50% training subsample (1,873 patients,

3,739 quotes) and evaluate predictive performance on the remaining 50% hold-out set.

Table A13 reports the coefficients estimated on the training set alongside two hold-out

metrics computed on the test set: mean prediction error (MPE; the share of hold-

out outcomes misclassified at a 0.75 predicted-probability threshold) and pseudo-R2

(defined in footnote 19). Column 1 is the no-learning IV-probit benchmark; columns 2

and 3 introduce the learning mechanism with a constant and a patient-varying σα,i,

respectively. The two learning specifications outperform the no-learning benchmark

on both hold-out metrics: MPE falls from 0.39 (column 1) to 0.19 and 0.18 (columns 2

and 3), and pseudo-R2 rises from 0.04 to 0.53 –0.56 . The preferred specification

(column 3) edges out the constant-σ version on both metrics (pseudo-R2 of 0.56 versus

0.53, MPE of 0.18 versus 0.19), indicating that adding patient characteristics to the σα,i

equation provides at most modest additional predictive power out of sample.

Repeated random splits. A single split can be unrepresentative. Table A14 reports

the distribution of hold-out MPE and pseudo-R2 across 50 independent train/test

splits (deterministic seeds). For each split we re-estimate both the no-learning IV-probit

benchmark and the preferred learning specification as point estimates and evaluate

both metrics on the held-out 50%, using the same prediction procedure as Table A13.
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TABLE A13: DEMAND ESTIMATIONS IN TRAINING SET

DEP VAR: Operatesit (1) (2) (3)

log price −0.94 −2.11 −2.16
(0.563) (1.098) (0.449)

log Age 0.06 −0.09 −0.14
(0.092) (0.140) (0.130)

Female −0.05 −0.11 −0.16
(0.044) (0.073) (0.082)

Min cataract score 0.02 0.11 0.17
(0.014) (0.029) (0.072)

Max cataract score 0.07 0.07 0.01
(0.017) (0.029) (0.038)

Post-surgery cataract score of first-operated eye −0.23 −0.92 −1.07
(0.030) (0.219) (0.212)

log pre-quote visits 0.84 1.26 1.07
(0.047) (0.199) (0.075)

DEP VAR: σα,i
Share of same-clinic-day-hour patients already post-first-surgery 0.54

(0.414)
log Age 0.01

(0.217)
Female 0.02

(0.122)
Min cataract score −0.19

(0.157)
Max cataract score 0.03

(0.071)
RE health score 0.01

(0.069)
LE health score 0.03

(0.059)
cons 3.77 2.48

(0.210) (1.118)

ELASTICITIES
TOTAL -1.18 -2.16 -2.11
FIRST OPS -0.97 -1.54 -1.51
SECOND OPS -1.04 -0.84 -0.90

OTHER CONTROLS YES YES YES
CONTROLS (σα,i) NO NO YES
CONTROL FUNCTION YES YES YES
MPE (TEST SET) 0.39 0.19 0.18
R2

p (TEST SET) 0.04 0.53 0.56
FIRST-STAGE IV’S F 18.52 18.52 18.52
PATIENTS 1,873 1,873 1,873
QUOTES 3,739 3,739 3,739

Notes: Bootstrapped standard errors clustered at individual level with 200 repetitions. Min and max cataract scores
are a patient’s eyes minimum and maximum score in a 0 to 6 scale. Control functions for prices are constructed with
the 15-day rolling-average of log prices as an instrument (Petrin and Train, 2010). Other controls include: sales-agent
fixed effects, surgery characteristics, and type of insurance as a proxy for income. In the σα,i equation, eye health scores
count the number of comorbidities (amblyopia, anisometropia, astigmatism, myopia, presbyopia, hypermetropia, and
emmetropia) present in each eye. Price elasticities with respect to unconditional demands: P [yit = 1], t = 1, 2.
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TABLE A14: HOLD-OUT SAMPLE FIT ACROSS REPEATED RANDOM SPLITS

MPE (TEST SET) R2
p (TEST SET)

PREFERRED ALTERNATIVE PREFERRED ALTERNATIVE

MEAN 0.285 0.382 0.296 0.055
(0.013) (0.007) (0.028) (0.010)

% REPS PREFERRED WINS 100.0% 100.0%

REPS 50 50 50 50

Notes: Each repetition re-draws a 50% training / 50% test split by patient. The preferred spec
is Model 4 (column 4 of Table 2): controls, control function, and σα,i heterogeneity. The alter-
native is the IV-probit benchmark (column 1). Each repetition runs a single point-estimate
MLE (no bootstrap). MPE is the share of test-set outcomes misclassified at a 0.75 predicted-
probability threshold (as in the main table). Standard deviations across reps in parentheses.
% REPS PREFERRED WINS: share of reps in which the preferred spec achieves lower MPE
(resp. higher R2

p) than the alternative.
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